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Abstract— Voice cloning is a highly desired feature for 

personalized speech interfaces. Recent speech synthesis 

systems can generate speech with natural sounding voices. 

The voice cloning technology involves using various speech 

waveforms recognition algorithms and synthesis. It is an 

application of machine learning where the system is trained 

to adapt to the newly introduced voice and be able to produce 

the output speech with the same voice. In this paper, we 

describe an overview of various advancements and features 

of the voice cloning technology. 
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I. INTRODUCTION 

Deep neural networks are used in various domains such as 

image processing, speech synthesis, training robots etc. Deep 

neural networks are capable of synthesizing the audio 

waveforms to produce the target waveforms of the voice. 

Many use sequence-to-sequence models to unfold a compact 

phoneme sequence into acoustic features in the case of Text 

To Speech (TTS) or to handle the misalignment of acoustic 

sequences in the case of Voice Conversion (VC). For neural 

TTS, we can fine-tune all or part of a well-trained acoustic 

model using transcribed speech from a target speaker. For 

neural VC, we can pool the speech data of multiple sources 

and target speakers and share knowledge learned from each. 

II. MULTISPEAKER SPEECH SYNTHESIS MODEL 

 
Fig. 1: Architecture of Synthesis model. 

 The model is divided into 3 components, (1) a 

recurrent speaker encoder, based on, which computes a fixed 

dimensional vector from a speech signal, (2) a sequence-to-

sequence synthesizer, based on, which predicts a mel 

spectrogram from a sequence of grapheme or phoneme 

inputs, conditioned on the speaker embedding vector, and (3) 

an autoregressive WaveNet vocoder, which converts the 

spectrogram into time domain waveforms. Each of the three 

components is trained independently [8]. 

A. Speaker Encoder 

The speaker encoder is used to condition the synthesis 

network on a reference speech signal from the desired target 

speaker. Critical to good generalization is the use of a 

representation which captures the characteristics of different 

speakers, and the ability to identify these characteristics using 

only a short adaptation signal, independent of its phonetic 

content and background noise. These requirements are 

satisfied using a speaker-discriminative model trained on a 

text-independent speaker verification task. 

B. Synthesizer 

We extend the recurrent sequence-to-sequence with attention 

Tacotron 2 architecture to support multiple speakers. An 

embedding vector for the target speaker is concatenated with 

the synthesizer encoder output at each time step. In contrast 

to [8], we find that simply passing embeddings to the 

attention layer converges across different speakers. 

C. Neural Vocoder 

We use the sample-by-sample autoregressive WaveNet as a 

vocoder to invert synthesized mel spectrograms emitted by 

the synthesis network into time-domain waveforms. The 

architecture is composed of 30 dilated convolution layers. 

The network is not directly conditioned on the output of the 

speaker encoder. The mel spectrogram predicted by the 

synthesizer network captures all of the relevant detail needed 

for high quality synthesis of a variety of voices. allowing a 

multispeaker vocoder to be constructed by simply training on 

data from many speakers [1]. 

III. VERSATILE VOICE CLONING SYSTEM 

A. Training Voice Conversion System for a Target Speaker 

A parallel VC system has to commonly be built with as little 

as five minutes of data from a speaker. This is inconvenient 

and it limits the quality of VC systems in general. With recent 

deep representation learning approaches, the popular method 

for non-parallel VC is training a speaker-disentangled 

linguistic representation either implicitly or explicitly. For 

implicit cases, variational auto-encoder (VAE) or generative 

adversarial network (GAN) is used to train a many-to-many 

non-parallel VC system. These methods use multi- speaker 

data, conditional labels, and various regularizations to 

encourage a model to disentangle linguistic content from 

speaker characteristics via a self-supervised training process. 

For explicit cases, phonetic posteriorgrams (PPG) are 

obtained from an ASR model to train an any-to-one non-

parallel VC system. 

B. Adapting Text-To-Speech System to an Unseen Target 

To build a TTS system for speakers with a limited amount of 

labeled data, we can adapt a pretrained model. The initial 

model can be trained on the data of a single speaker or data 

pooled from multiple speakers. This simple fine-tuning 

produces a high-quality model when the data of target 

speakers is sufficient. When the data is extremely limited 

(around 1 minute) we can restrict the tuning to certain 

components instead of the entire network to prevent 

overfitting [2]. 
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IV. WAVENET 

 
Fig. 2: Architecture of WaveNet 

 
Fig. 3: CNN of WaveNet 

WaveNet directly models the raw waveform of the audio 

signal, one sample at a time. As well as yielding more natural-

sounding speech, using raw waveforms means that WaveNet 

can model any kind of audio, including music. 

 There are two types of text-to-speech synthesis, 

concatenative TTS and parametric TTS. In concatenative 

TTS, a very large database of short speech fragments are 

recorded from a single speaker and then recombined to form 

complete utterances. This makes it difficult to modify the 

voice (for example switching to a different speaker, or 

altering the emphasis or emotion of their speech) without 

recording a whole new database. In parametric TTS, all the 

information required to generate the data is stored in the 

parameters of the model, and the contents and characteristics 

of the speech can be controlled via the inputs to the model. 

So far, however, parametric TTS has tended to sound less 

natural than concatenative. Existing parametric models 

typically generate audio signals by passing their outputs 

through signal processing algorithms known as vocoders. 

 WaveNet outperformed the baseline statistical 

parametric and concatenative speech synthesizers in both 

languages. It is found that WaveNet conditioned on linguistic 

features could synthesize speech samples with natural 

segmental quality but sometimes it had unnatural prosody by 

stressing wrong words in a sentence. The main advantage of 

causal convolutions compared to RNN’s (which also respect 

conditional dependence) is that they are faster to compute 

since there are no recurrent connections. 

A. Softmax 

Audio is typically stored as a sequence of 16-bit integer 

values which corresponds to a 65,536 long output per 

timestep. Theauthors decided to reduce this range to a 256 

range by using μ-law companding transformation: 

 

B. Conditional WaveNet 

The WaveNet architecture can be conditioned in additional 

inputs to generate audio with specific characteristics (e.g. a 

different speaker). This can be done in one of two ways: 

global conditioning or local conditioning. 

 Global conditioning: characterized by a single latent 

representation h that influences the output distribution across 

all timesteps, e.g. a speaker embedding in a TTS model. 

Local conditioning: a second time series h_t, possibly with a 

lower sampling frequency than the audio signal, e.g. 

linguistic features in a TTS model. We first transform this 

time series using a transposed convolutional network (learned 

upsampling) that maps it to a new time series y = f(h) with 

the same resolution as the audio signal [5]. 

V. NEURAL VOICE CLONING 

A. Neural Speech Synthesis 

Here we use Deep voice 3 as the base for multi-speaker 

model, because it has the simple convolutional architecture 

and high efficiency for training the data sets and fast model 

adaption. 

B. Few Shot Generative Modeling 

Humans have the ability to learn new tasks from only a few 

examples, which encourages research on few-shot generative 

models. Here investigation of few-shot generative modeling 

of speech conditioned on a particular speaker is done. 

Training a separate speaker encoding network to directly 

predict the parameters of multi-speaker generative model by 

only taking unregistered audio samples as inputs [7]. 

B. Speaker Dependent Speech Processing 

This type of modeling is widely studied for automatic speech 

recognition (ASR), for improving the performance by 

exploiting speaker characteristics. In specific there are two 

groups of methods in neural ASR. The first group is speaker 

adaptation for the whole-model, a portion of the model,or 

merely a speaker embedding. Speaker adaptation for voice 

cloning is in the same vein as these approaches, but 

differences arise when text-to-speech vs Speech-to-text are 

considered. The second group is based on training ASR 

models jointly with embeddings. 

 Lastly, speaker-dependent modelling is essential for 

multi-speaker speech synthesis. Another approach for multi-

speaker speech synthesis is using trainable speaker 

embeddings, which are randomly initialized and jointly 

optimized from a generative loss function. 

C. Voice Conversion 

This task is closely related to voice cloning. It modifies an 

utterance from the source speaker to make it sound like a 

target speaker, while keeping the linguistic contents 

unchanged. Unlike voice cloning, voice conversion systems 

do not need to generalize to unseen texts. One of the common 

approaches is dynamic frequency warping, to align spectra of 

different speakers. 
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Fig. 4: Speaker adaptation and Speaker encoding 

D. Speaker Adaptation 

The key idea of speaker adaptation is to fine -tune a trained 

multi-speaker model for an unseen speaker using a few audio-

text pairs. This fine-tuning can be applied to either the 

speaker embedding or the whole model. 

E. Speaker Encoding 

Here the speaker encoding method is used to directly estimate 

the speaker embedding from audio samples of unseen 

speakers. Such a model does not require any fine-tuning 

during voice cloning. Thus, the same model can be used for 

all unseen speakers [4]. 

VI. DEEP VOICE 

 
Fig. 5: Deep Voice- Real-Time Neural Text-To-Speech 

A. Grapheme-to-Phoneme Model 

Our grapheme-to-phoneme model is based on the encoder 

decoder architecture developed by Yao & Zweig in 2015.The 

initial state of every decoder layer is initialized to the final 

hidden state of the corresponding encoder forward layer. The 

architecture is trained with teacher forcing and decoding is 

performed using beam search. We use 3 bidirectional layers 

with 1024 units each in the encoder and 3 unidirectional 

layers of the same size in the decoder and a beam search with 

a width of 5 candidates. During training, we use dropout with 

probability 0.95 after each recurrent layer. 

B. Segmentation Model 

This task is similar to the problem of aligning speech to 

written output in speech recognition. In that domain, the 

connectionist temporal classification (CTC) loss function has 

been shown to focus on character alignments to learn a 

mapping between sound and text. We adapt the convolutional 

recurrent neural network architecture from a state-of-the-art 

speech recognition system for phoneme boundary detection. 

 To illustrate our label encoding, consider the string 

“Hello!”. To convert this to a sequence of phoneme pair 

labels, convert the utterance to phonemes (using a 

pronunciation dictionary such as CMUDict or a grapheme-to 

phoneme model) and pad the phoneme sequence on either end 

with the silence phoneme to get “sil HH EH L OW sil”. 

Finally, construct consecutive phoneme pairs and get “(sil, 

HH), (HH, EH), (EH, L), (L, OW), (OW, sil)”. 

C. Phoneme Duration and Fundamental Frequency Model 

The architecture comprises two fully connected layers with 

256 units each followed by two unidirectional recurrent 

layers with 128 GRU cells each and finally a fully connected 

output layer. Dropout with a probability of 0.8 is applied after 

the initial fully-connected layers and the last recurrent layer. 

The final layer produces three estimations for every input 

phoneme: the phoneme duration, the probability that the 

phoneme is voiced, and 20 time-dependent F0 values, which 

are sampled uniformly over the predicted duration. 

D. Audio Synthesis Model 

Our audio synthesis model is a variant of WaveNet. WaveNet 

consists of a conditioning network, which resamples 

linguistic features to the desired frequency, and an 

autoregressive network, which generates a probability 

distribution P(y) over discretized audio samples y ∈ {0, 1, . . 

. , 255}. We vary the number of layers, the number of residual 

channels r (dimension of the hidden state of every layer), and 

the number of skip channels (the dimension to which layer 

outputs are projected prior to the output layer). 

 WaveNet consists of an upsampling and 

conditioning network, followed by `2×1 convolution layers 

with r residual output channels and gated tanh nonlinearities. 

We break the convolution into two matrix multiplies per 

timestep with Wprev and Wcur. These layers are connected 

with residual connections. The hidden state of every layer is 

concatenated to an `r vector and projected to skip channels 

with Skip, followed by two layers of 1 × 1 convolutions (with 

weights Wren and Wout) with relu nonlinearities [3]. 

VII. CONCLUSION 

This paper presents various models and methods that are used 

to achieve human voice cloning. It involves using complex 

deep neural networks to train models and achieve systems for 

multispeaker TTS synthesis. A lot more improvements are 

required in designing the models to achieve better accuracy 

in the cloned voices.  
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