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Abstract— In this paper, we have compared several levels of 

redundant array of independent or inexpensive disk (RAID) 

and a brief of redundant array of distributed disk (RADD) in 

the storage environment. RAID was originally developed at a 

time when HARD DISK was still very expensive and less 

reliable than they are today. We will discuss architecture and 

utilities of each technique or levels like RAID 0, RAID 1, 

RAID 2, RAID 3, RAID 4, RAID 5 and RAID 6    based on 

our literature review. We have discussed       the performance 

of various levels and also established the formulae for 

calculating the capacity of different level or identified the 

various factors    impacting the disk drive performance and 

issues for improving the functioning of the storage 

infrastructure.  
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I. INTRODUCTION 

The amount of data we store on the PC has increased 

tremendously over the years as the world goes digital. People 

continue to store more and more information in both their 

business and professional world. The information ranges 

from wedding and vacation photos to tax return and business 

files. Often most of us do not plan backup storage well in 

advance. A hard drive failure, resulting in the loss of 

important information, can be traumatic because it results in 

content being irretrievable. 

 RAID is a simple technology that improves the 

performance of external storage solutions. RAID allows you 

to choose the best way to use your device to fit your needs. 

Simply put, RAID technology either divides or duplicates the 

task of one hard disk between many disks to either improve 

performance or create data redundancy in case of a drive 

failure. You can decide how the device handles data by 

setting RAID mode [3]. 

 This document describes the different RAID levels 

used in industries, and the characteristics used by each mode 

to optimize the speed, security or storage capacity of the hard 

drives in the RAID array [2]. 

II. RAID TERMS 

To better understand how RAID works, first familiarize 

yourself with the terms below: 

 Striping is the splitting of data between multiple drives. 

Striped RAID arrays generally aim to merge maximum 

capacity into one single volume. Widely used for 

gaming, disk striping interleaves data across multiple 

drives for performance. However, there is no safeguard 

against performance.  

 Mirroring is the copying of data to more than one drive. 

Having a mirrored array can typically allow the failure of 

at least one disk in the array. Widely, used RAID 1 writes 

two drives at the same time. It provides the higher 

reliability  

 Parity detects error in the data to ensure it is not corrupted 

after transmission. Parity is basically a An additional 

HDD is added to the stripe width to hold the parity. 

III. RAID ARRAY COMPONENTS 

 A RAID array is an enclosure that contains a number of 

HDD and the supporting hardware and software to 

implement RAID.  

 HDD inside a RAID array is usually contained in smaller 

physical arrays. These arrays hold a fixed number of 

Hard Disks [1]. 

 A subset of physical disks in a RAID array can be 

grouped to form logical associations called logical 

arrays.  

 RAID levels are defined on the striping, mirroring & 

parity techniques. 

 Application performance and data availability 

requirements determine the RAID level selection.  

 
Fig. 1:  RAID COMPONENTS 

A. RAID-0(Striping) 

RAID-0 is sometimes referred to simply as striping. This level 

yields the greatest performance and utilizes the maximum 

amount of available storage capacity. The main highlight of 

this level is the member disks are of identical sizes. Typically 

if memory disks are not of identical sizes, then each member 

of the striped array will be able to utilize only the amount of 

space equal to the size of the smallest member disk [4]. 

We should also know the following terms. 

 Mdadm is a LINUX utility to manage software RAID 

devices. The name is derived from the md (Multiple 

Device) nodes it administers or manages, and it replaced a 

previous utility mdctl [12]. 

 /dev/ is a part in the UNIX directory tree that contains all 

“device” files. 

 UNIX traditionally treats just about everything you can 

access as a file to read from or write to.  

 The letter immediately after SD signifies the order in 

which it uses first found a, b, c…. z. Aa……Az…. etc. 
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 Finally, the number after that signifies the partition on the 

device [12]. 

 So /dev/sda 9 means the ninth partition on the first device. 

 
Fig. 2: RAID 0 (Striping) 

1) Applications 

RAID 0 is ideal for users who need maximum speed and 

capacity.  

2) How RAID 0 Capacity Is Calculated 

The drives participating in RAID 1 should have the same 

capacity.  

Storage capacity in a RAID level 0 configuration is calculated 

by multiplying the number of drives by the disk capacity 

C= n*d, where C= available capacity, N=number of disks, 

D=disk capacity 

B. RAID-1 (Mirroring) 

This level of RAID provides the most complete and 

appropriate form of redundancy because it can survive multiple 

disk failures [5].  

 
Fig. 2: RAID 1 (Mirroring) 

Data is mirrored block-by-block onto each member disks. 

1) Applications 

RAID 1 provides maximum data safety in the event of a single 

disk failure, but we need more storage space [10].  

2) How RAID 1 Capacity Is Calculated 

Each disk in a RAID 1 system should have the same capacity. 

Storage capacity in a RAID level 1 configuration [7] is 

calculated by multiplying the number of drives by the disk 

capacity and dividing by 2, or 

C= n*d/2 

C. RAID-3 Parity 

RAID-3 stripes chunks of data across each drive in the array 

marked as data drive. In addition, one drive is designated as a 

dedicated parity drive. 

 
Fig. 3:  RAID 3 (Parity) 

1) Applications 

RAID 3 provides good data safety for environment where long, 

sequential files are being read, such as video files. A disk 

failure does not result in a service interruption because data is 

read from parity block [9]. 

2) How RAID 3 Capacity Is Calculated 

Each disk in a RAID 3 system should have the same capacity. 

Storage capacity in a RAID level 3 configuration is calculated 

by subtracting the number of drives by one and multiplying by 

the disk capacity, or 

C= (n-1) *d 

D. RAID 3+SPARE 

In RAID 3+SPARE, one disk in the array is left empty. If a 

drive in the array fails, the data from the failed disk is 

automatically rebuilt to the empty or “spare” disk [13]. 

1) Application 

In RAID 3+Spare disk failure does not require immediate 

attention because the system rebuilds itself using the hot 

spare, but the failed disk should be replaced as soon as 

possible [6]. 

2) How RAID 3+Spare Capacity Is Calculated 

Each disk in a RAID 3+Spare system rebuild has the same 

capacity. 

Storage capacity in a RAID 3+spare configuration is 

calculated by subtracting the number of drives by two and 

multiplying by the disk capacity, or 

C= (n-2) *d 

E. RAID 4  

RAID-4 stripes block-sized chunks of data across each drive 

in the array marked as a data drive. In addition, one drive is 

designed as a dedicated parity drive [4]. 

 RAID-4 uses exclusive OR gate (XOR) operation to 

generate checksum information that can be used for disaster 

recovery. 

 Checksum information is generated during each 

write operation at the block level.  
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 The XOR operation uses the dedicated parity drive 

to store a block containing checksum information derived 

from the blocks on the other disks [11].  

1) Application 

RAID 4 provides good data safety for environment where long, 

sequential files are being read, such as video files. A disk 

failure does not result in a service interruption because data is 

read from parity block [4]. 

 
Fig. 10: RAID 4 

2) How RAID 4 Capacity Is Calculated 

Each disk in a RAID 4 system should have the same capacity. 

Storage capacity in a RAID level 4 configuration is calculated 

by subtracting the number of drives by one and multiplying by 

the disk capacity, or 

C= (n-1) *d 

F. RAID 5 

RAID-5 eliminates the use of a dedicated parity drive and 

stripes parity information across each disk in the array, using 

the same XOR algorithm found in RAID-4. 

 During each write operation, one chunk of data in 

each stripe is used to store parity 

 The disk that stores parity alternates with each stripe, 

until each disk has one chunk worth of parity information. The 

process then repeats, beginning with the first disk. 

1) Application 

RAID 5 combines data safety with the efficient use of the disk 

space. Disk failure does not result in a service interruption 

because data is read from parity blocks. 

2) How RAID 5 Capacity Is Calculated 

Each disk in a RAID system should have the same capacity. 

Storage capacity  

C= (n-1) *d 

 
Fig. 5: RAID 5 

G. RAID 6 

In RAID 6, data is striped across all disks and a two parity 

blocks for each data block is written on the same stripe. If one 

physical disk fails, the data from the failed disk can be rebuilt 

onto a replacement disk. This raid mode can support up to two 

disk failures with no data loss. RAID 6 provides for faster 

rebuilding of data from the failed disk [8]. 

1) Applications                                                                                          

RAID 6 provides data reliability with the addition of efficient 

rebuilding in the case of the failed drives.  

2) How RAID 6 Capacity Is Calculated 

Each disk in a RAID 6 system should have the same capacity. 

Storage capacity  

C= 9(n-2) *d 
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RAID Comparision 

RAID 
MINIMUM 

DISKS 

STORAGE 

EFFICIENCY 

% 

COST 
READ 

PERFORMANCE 

WRITE 

PERFORMANCE 

WRITE 

PANALTY 

0 2 100 Low 

Very good for both 

random & sequential 

read 

Very good No 

1 2 50 High 
Good. Better than a 

single disk 

Good. Slower than a 

single disk, as very write 

must be committed to all 

disks. 

Moderate 

3 3 

(n-1) *100/n 

Where 

n=number of 

disks 

Moderate 

Good for random reads 

very good for 

sequential reads 

Poor to fair for small 

random writes. Good for 

large, sequential writes 

High 

4 3 (n-1) *100/n Moderate 

Very good for random 

reads. Good to very 

good for sequential 

writes. 

Poor to fair for random 

writes. Fair to good for 

sequential writes 

High 

5 3 (n-1) *100/n Moderate 

Very good for random 

reads. Good for 

sequential reads. 

Fair for random writes. 

Slower due to parity 

overhead. Fair to good 

for sequential writes. 

High 

6 4 (n-2) *100/n 

Moderate 

but more 

than RAID 

5 

Very good for random 

reads. Good for 

sequential reads. 

Good for small, random 

writes (has write 

penalty). 

Very High 

1+0 & 

0+1 
4 50 High Very good Good Moderate 

IV. CONCLUSION 

Based on our observation we derive that if we consider the 

availability of data the main concern then the Performance of 

RAID 1 is high as compared to RAID 0. RAID 0 is good when 

the redundancy of data is required. RAID 3 and RAID 4 both 

uses the concept of parity the only difference exists only in 

the way both stores’ data. RAID3 and RAID 4 are 

enhancement of RAID 1 because they came with the logic of 

parity. The performance of RAID 5 is higher as compared to 

all previous RAIDS and last RAID 6 is superior then all form 

of RAID available. Performance of RAID 6 can be improved. 
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