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Abstract— Data mining is the process of sorting through large 

datasets to identify patterns and establish relationship to solve 

a problem through data analysis.  One of the major unsolved 

problems is the management of unstructured data. The 

unstructured data such as multimedia files, documents, 

comments, customer support request, news, emails, reports 

and web pages are difficult to capture and store in the 

common database system. Data mining is the popular area of 

the research which facilitates the business improvement 

process such as mining user preference, mining web 

information to get opinion about the product or services. In 

the current competitive business scenario, there is a need to 

analyse the competitive features and factors of an item that 

most affect its competitiveness. The evaluation of 

competitiveness always uses the customer opinions in terms 

of reviews, ratings and abundant source of information from 

the web and other sources. The challenges arise on the 

features of main competitors of a given item. Here our 

algorithm presents the reliable methods for evaluating 

competitiveness in large datasets and addresses the natural 

problem finding top-level competitors. This project provides 

the optimal improvements in the competitor mining tasks. 
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I. INTRODUCTION 

A Long line of research has demonstrated the strategic 

importance of identifying and monitoring a firm’s 

competitors. Motivated by this problem, the marketing and 

management community have focused on empirical methods 

for competitor identification as well as on methods for 

analysing known competitors .Extant research on the former 

has focused on mining comparative expressions (e.g ”Item A 

is better than Item B”) from the Web or other textual sources. 

Even though such expressions can indeed be indicators of 

competitiveness, they are absent in many domains. For 

instance, consider the domain of vacation packages (e.g : 

flight-hotel-car combinations). In this case, items have no 

assigned name by which they can be queried or compared 

with each other. Further, the frequency of textual comparative 

evidence can vary greatly across domains. For example, when 

comparing brand names at the firm level (e.g. “Google versus 

Yahoo” or “Sony versus Panasonic”), it is indeed likely that 

comparative patterns can be found by simply querying the 

web. However, it is easy to identify mainstream domains 

where such evidence is extremely scarce, such as shoes, 

jewellery, hotels, restaurants, and furniture. Motivated by 

these shortcomings, we propose a new formalization of the 

Competitiveness between two items, based on the market 

segments that they can both cover. 

 Definition 1.[Competitiveness]: Let U be the 

population of all possible customers in a given market. We 

consider that an item i covers a customer u 2 U if it can cover 

all of the customer’s requirements. Then, the competitiveness 

between two items i, j is proportional to the competitiveness 

paradigm is based on the following observation: 

 The competitiveness between two items is based on 

whether they compete for the attention and business of the 

same groups of customers (i.e. the same market segments). 

For example, two restaurants that exist in different countries 

are obviously not competitive, since there is no overlap 

between their target groups. We have access to the complete 

set of customers in a given market, as well as to specific 

market segments and their requirements. In practice, 

however, such information is not available. In order to 

overcome this, we describe a method for computing all the 

segments in a given market based on mining large review 

datasets. This method allows us to operationalize our 

definition of competitiveness and address the problem of 

finding the top competitors of an item in any given market. 

As we show in our work, this problem presents significant 

computational challenges, especially in the presence of large 

datasets with hundreds or thousands of items, such as those 

that are often found in mainstream domains. We address these 

challenges via a highly scalable framework for top 

computation, including an efficient evaluation algorithm and 

an appropriate index. 

II. RELATED WORK 

Managers routinely seek to understand firm performance 

relative to the competitors. Recently competitive intelligence 

(CI) has emerged as an important area within business 

intelligence (BI) where the emphasis is on understanding and 

measuring a firm's external competitive environment. A 

requirement of such systems is the availability of the rich data 

about a firm's competitors, which is typically hard to acquire. 

This paper proposes a method to incorporate competitive 

intelligence in BI systems by using less granular and 

aggregate data which is usually easier to acquire. We 

motivate, develop, and validate an approach to infer key 

competitive measures about customer activities without 

requiring detailed cross-firm data. Instead, our method 

derives these competitive measures for online firms from 

simple “site-centric” data that are commonly available, 

augmented with aggregate data summaries that may be 

obtained from syndicated data providers. Based on data 

provided by com Score Networks we show empirically that 

our method performs well in inferring several key diagnostic 

competitive measures the penetration, market share and the 

share of wallet – for various online retailers. 

 We propose new online metrics based on the 

content, in-links, and out-links of firms' websites to measure 

the presence of online isomorphism as well as uncover its 

utility in predicting competitor relationships. Through 
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rigorous analysis involving more than 2,600 firms, we find 

that predictive models for competitor identification based on 

online metrics are largely superior to those using offline data 

such as Standard Industrial Classification codes and market 

values of firms. In addition, combining online and offline 

metrics can boost the predictive performance. 

 This paper brings together insights from the fields of 

strategic management and marketing to develop a simple but 

powerful set of tools for helping managers overcome this 

common problem. We present a two-stage framework for 

competitor identification and analysis that brings into 

consideration a broad range of competitors, including 

potential competitors, substitutors and indirect competitors. 

Specifically we draw from Peteraf and Bergen's (2001) 

framework for competitor identification to develop a 

hierarchy of competitor awareness. That is used, in 

combination with resource equivalence, to generate 

hypotheses on competitive analysis. This framework not only 

extends the ken of managers, but also facilitates an 

assessment of the strategic opportunities and threats that 

various competitors represent and allows managers to assess 

their significance in relative terms. 

III. PROPOSED ALGORITHM 

We propose a new formalization of the competitiveness 

between two items, based on the market segments that they 

can both cover. We describe a method for computing all the 

segments in a given market based on mining large review 

datasets. This method allows us to operationalize our 

definition of competitiveness and address the problem of 

finding the top competitors of an item in any given market. 

As we show in our work, this problem presents significant 

computational challenges, especially in the presence of large 

datasets with hundreds or thousands of items, such as those 

that are often found in mainstream domains. We address these 

challenges via a highly scalable framework for top 

computation, including an efficient evaluation algorithm and 

an appropriate index. 

A. Features 

 To the best of our knowledge, our work is the first to 

address the evaluation of competitiveness via the 

analysis of large unstructured datasets, without the need 

for direct comparative evidence. 

 A formal definition of the competitiveness between two 

items, based on their appeal to the various customer 

segments in their market. Our approach overcomes the 

reliance of previous work on scarce comparative 

evidence mined from text. 

 A formal methodology for the identification of the 

different types of customers in a given market, as well as 

for the estimation of the percentage of customers that 

belong to each type. 

 A highly scalable framework for finding the top-k 

competitors of a given item in very large datasets 

B. Pairwise Coverage 

We begin by defining the pairwise coverage of a single 

feature f . We then define the pairwise coverage of an entire 

query of features q. 

1) Pairwise Feature Coverage 

We define the pairwise coverage Vfof a feature f by two 

items i,jas  the percentage of all possible values of f that 

can be covered by both i and j. Formally, given the set of 

all possible values Vffor f, we define: 

V f i,j = |{v ∈ V f : v∠f[i] ∧v∠f[j]}| 

|values(f)| , 

 wherev∠f[i] represents that v is covered by the value of 

item i for feature f. 

 Next, we describe the computation of V f i,j for different 

types of features. 

2) Binary & Categorical Features 

Categorical features take one or more values from a finite 

space. Examples of single- value features include the brand 

of a digital camera or the location of a restaurant. Examples 

of multi-value features include the amenities offered by a 

hotel or the types of cuisine offered by a restaurant. Any 

categorical feature can be encoded via a set of binary features, 

with each binary feature indicating the (lack of) coverage of 

one of the original feature’s possible values. In this simple 

setting, the feature can be fully covered (if f[i] = f[j] = 1 or, 

equivalently, f[i] × f[j] = 1), or not covered at all. Formally, 

the pairwise coverage of a binary feature f by two items i, j 

can be computed as follows: 

V f i,j = f[i] × f[j]  (binary features) 

3) Numeric Features 

Numeric features take values from a pre-defined range. 

Henceforth, without loss of generality, we consider numeric 

features that take values in [0, 1], with higher values being 

preferable. The pairwise coverage of a numeric feature f by 

two items i and j can be easily computed as the smallest 

(worst) value achieved for f by either item. For instance, 

consider two restaurants i, j with values 0.8 and 0.5 for the 

feature food quality. Their pairwise coverage in this setting is 

0.5. Conceptually, the two items will compete for any 

customer who accepts a quality ≤ 0.5. Customers with higher 

standards would eliminate restaurant j, which will never have 

a chance to compete for their business. Formally, the pairwise 

coverage of a numeric feature f by two items i, j can be 

computed as follows: 

V f i,j = min(f[i], f[j]) (numeric features) 

 Pairwise coverage of a feature query: We now 

discuss how coverage can be extended to the query level. 

Figure 2 visualizes a query q that includes two numeric 

features f1 and f2. The figure also includes two competitive 

items i and j, positioned according to their values for the two 

features: f1[i] = 0.3, f2[i] = 0.3, f1[j] = 0.2, and f2[j] = 0.7. 

We observe that the percentage of the 2-dimensional space 

that each item covers is equivalent to the area of the rectangle 

defined by the beginning of the two axes (0, 0) and the item’s 

values for f1 and f2. For example, the covered area for item i 

is 0.3×0.3 = 0.09, equal to 9% of the entire space. Similarly, 

the pairwise coverage provided by both items is equal to 0.2 

× 0.3 = 0.06 (i.e. 6% of the market). 
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Fig. 1: 

IV. PSEUDOCODE 

A. The CMiner Algorithm 

Next, we present CMiner, an exact algorithm for finding the 

top-k competitors of a given item. Our algorithm makes use 

of the skyline pyramid in order to reduce the number of items 

that need to be considered. Given that we only care about the 

top-k competitors, we can incrementally compute the score of 

each candidate and stop when it is guaranteed that the top-k 

have emerged. The pseudocode is given in Algorithm. 

B. Discussion of CMiner 

The input includes the set of itemsI, the set of features F, the 

item of interest i, the number k of top competitors to retrieve, 

the set Q of queries and their probabilities, and the skyline 

pyramid DI. The algorithm first retrieves the items that 

dominate i, via masters(i) (line1). These items have the 

maximum possible competitiveness withi. If at least k such 

items exist, we report those and conclude (lines 2-4). 

Otherwise, we add them to Top and decrement our budget of 

k accordingly (line 5). The variableLB maintains the lowest 

lower bound from the current topset (line 6) and is used to 

prune candidates. In line 7, we initialize the set of candidates 

X as the union of items in thefirst layer of the pyramid and 

the set of items dominated by those already in the Top. This 

is achieved via calling GETSLAVES(TopK,DI). In every 

iteration of lines 8-17, CMiner feeds the set of candidates X 

to the UPDATETOPK() routine, which prunes items based 

on the LB threshold. It then updates the Topset via the 

MERGE() function, which identifies the items with the 

highest competitiveness fromTop [ X. This can be achieved 

in linear time, since bothX and Topare sorted. In line 13, the 

pruning thresholdLB is set to the worst (lowest) score among 

the new Top. Finally, GETSLAVES() is used to expand the 

set of candidates by including items that are dominated by 

those in X. 

C. Algorithm1C Miner 

 Input: Set of items I, Item of interest i ∈ I, feature space 

F, Collection Q ∈2F of queries with non-zero weights, 

skyline pyramidDI, intk 

 Output: Set of top-k competitors for i 

1) TopK←masters(i) 

2) if ( k≤ |TopK| ) then 

3) return TopK 

4) end if 

5) k ←k − |TopK| 

6) LB ←−1 

7) X ←GETSLAVES(TopK;DI) ∪ DI[0] 

8) while ( |X | != 0 ) do 

9) X   UPDATETOPK(k;LB;X) 

10) if ( |X | != 0 ) then 

11) TopKMERGE(TopK;X) 

12) if ( |TopK| = k ) then 

13) LB WORSTIN(TopK) 

14) end if 

15) X  GETSLAVES(X;DI) 

16) end if 

17) end while 

18) return TopK 

19) Routine UPDATETOPK(k, LB, X) 

20) localTopK←∅ 

21) low(j) ←0; ∀j ∈ X. 

22) up(j) ← 

Σ 

q2Q 

p(q) ×V q 

j;j; ∀j ∈ X. 

23) for every q ∈Q do 

24) maxV←p(q) ×V q 

i;i 

25) for every item j ∈ X do 

26) up(j) ←up(j) −maxV+ p(q) ×V q 

i;j 

27) if ( up(j) < LB ) then 

28) X ← X \ {j} 

29) else 

30) low(j) ←low(j) + p(q) ×V q 

i;j 

31) localTopK:update(j; low(j)) 

32) if ( |localTopK| ≥k ) then 

33) LB ←WORSTIN(localTopK) 

34) end if 

35) end if 

36) end for 

37) if (|X | ≤k )then 

38) break 

39) end if 

40) end for 

41) for every item j ∈ X do 

42) for every remaining q ∈ Q do 

43) low(j) ←low(j) + p(q) ×V q 

i;j 

44) end for 

45) localTopK:update(j; low(j)) 46: end 

V. SIMULATION RESULTS 

A. Computational Time 

1) Estimating Query Probabilities 

The definition of competitiveness given in Eq. 1 considers the 

probability p(q) that a random customer will be represented 

by a specific query of features q, for every possible query q 2 

2F. In this section, we describe how these probabilities can be 

estimated from real data. Feature queries are a direct 

representation of user preferences. Ideally, we wouldhave 

access to the query logs of the platform’s (e.g. Amazon’sor 

TripAdvisor’s) search engine. In practice, however, the 

sensitive and proprietary nature of such information makes it 
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very hard for firms to share publicly. Therefore, we design an 

estimation process that only requires access to an abundant 

resource: customer reviews. Each review includes a 

customer’s opinions on a particular subset of features of the 

reviewed item. Extant research has repeatedly validated the 

use of reviews to estimate user preferences with respect to 

different features in multiple domains, such as phone apps 

[9], movies [10], electronics [11], and hotels [12]. In this 

experiment we compare the speed of C Miner with that of the 

two baselines (Naive and G Miner), as well aswith that of the 

enhanced C Miner++ algorithm. Specifically we use each 

algorithm to compute the set of top-k competitors for each 

item in our datasets. Each plot reports the average time, in 

seconds, per item (y-axis) against the various k values (x-

axis). The figures motivate some interesting observations 

.First, the Naive algorithm consistently reports the same 

computational time regardless of k, since it naively computes 

the competitiveness of every single item in the corpus with 

respect to the target item. Thus, any trivial variation sin the 

required time are due to the process of maintaining the top-k 

set. In general, Naive is outperformed by the two algorithms, 

and is only competitive for very large values of k for the 

HOTELS dataset. 

 The latter case can be attributed to the small number 

of queries and item included in this dataset, which limit the 

ability of more sophisticated algorithms to significantly prune 

the space when the number of required competitors is very 

large. For the CAMERAS dataset, C Miner and G Miner, 

exhibit almost identical running times. This is due to (1) the 

very large number of distinct queries for this dataset (14779), 

which serves as a computational bottleneck forC Miner and 

(2) the highly clustered structure of the item population, 

which includes 579 items. A deeper analysis reveals that G 

Miner identifies and average of 443.63 item groups (i.e. 

groups of identical items) per query. This means that the 

algorithm saves (on expectation) a total of (579 � 443) _ 

14779 = 2009944 coverage computations per query, allowing 

it to be competitive to the otherwise superior C Miner. In fact, 

for the other datasets, C Miner displays a clear advantage. 

This advantage is maximized for the RECIPES dataset, which 

is the most populous of the four in terms of included items. 

 
Fig. 2: 

 
Fig. 3: 

VI. CONCLUSION & FUTURE WORK 

Data mining has importance regarding finding the patterns, 

forecasting, discovery of knowledge etc., in different 

business domains. Machine learning algorithms are widely 

used in various applications. Every business related 

application uses data mining techniques. To improve such 

business or providing appropriate competitors for the 

business to the user need the support of web mining 

techniques. The competitor mining is one such a way to 

analyze competitors for the selected items. In this paper, we 

gave a comprehensive analysis of the competitor mining 

algorithms with its advantages and drawbacks. Finally, the C 

Miner++ yielded least computation time when comparing 

others. The most important features and process are not 

considered in the all baseline algorithms. This can be 

improved in the further researches. 
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