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Abstract— In this paper we examine the results of training 
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Term Frequency Inverse Document Frequency (TF-IDF) as 
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I. INTRODUCTION 

Before proceeding in depth into our experiments, it is useful 

to describe the nature of the fake news problem and the need 

of research in this regard. 

A. The Fake News Problem 

The current state of online information is one of overload – 

with so many competing sources of varying quality, it 

becomes difficult for readers to evaluate the credibility and 

trustworthiness of what they see on in the internet. Fake news 

is a term that has been used to describe very different issues, 

from articles that are satirical in nature to news that is 

absolutely fabricated and government's (communal or 

otherwise) propaganda in some cases. In our society. 

However, in order to start addressing this Fake news, 

manipulation of news and as a result the lack of trust in the 

media are growing problems with huge repercussions in 

today's day and age. However, in order to start addressing this 

problem, we need to have an understanding on what Fake 

News is. Then and only then can we look into the different 

techniques and fields of machine learning (ML), natural 

language processing (NLP) and artificial intelligence (AI) 

that could help, in this fight against fake news. 

B. What Is Fake News?  

“Fake news” has been used in a ton of ways in the last few 

years and has been defined in multiple ways. For instance, the 

NYT (New York Times) has defined it as “a made-up story 

with an intention to deceive”. This definition focuses on two 

dimensions: the intentionality and that the story is not real, 

rather has been made up. A clear implication of this is that 

honest mistakes (no matter how drastic, as long as they are 

accidental) are not and cannot be considered to be fake news  

First Draft News, an organisation dedicated to 

improving skills and standards in the reporting and sharing of 

online information, had published an article [1] that explained 

tin a way that covers pretty much everything: 

False Connection: Headlines, visuals or captions don’t 

support the content 

1) False Context: Genuine content is shared with false 

contextual information 

2) Manipulated content: Genuine information or  imagery 

is manipulated 

3) Satire or Parody: No intention to cause harm but 

potential to fool 

4) Misleading Content: Misleading use of information to 

frame an issue/individual 

5) Imposter Content: Impersonation of genuine sources 

6) Fabricated content: New content that is 100% false 

This is the best and most complete categorisation 

that I have seen and I know that a lot of work and research 

have been devoted to compile it. 

C. Why is it a Problem? 

It is a common belief that fake news exists solely for political 

advantage, but this is far from the only reason. In fact, it might 

not even be the main one. The reasons behind generation and 

propagation of fake news include manipulation of media and 

propaganda, influence, both political as well as social, 

provocation, social unrest and even financial profit. For 

example the extensively reported group of Macedonian 

teenagers[2] who allegedly were behind several of the most 

viral Fake stories prior to the US Presidential election, said 

that their motives were nothing but financial (generating 

revenue via advertising). In the Indian context the situation is 

no better, our diverse culture and immense population with 

people from different communities has, historically been used 

as strategy to perpetrate communal violence for political as 

well as financial gain and doing that is way more easy in 

today’s day and age through the medium of social media, 

messaging applications etc. At these trying times a fake news 

article that is allowed to exist without any check or 

repercussion could be reason for a clash which would benefit 

only the political powers and the capitalists who have stakes 

in the situation. 

II. OVERVIEW 

This section will give an overview of all the parts of our 

project.  

A. TF-IDF 

We will now examine the structure and implementation of 

TF-IDF for a set of documents. We will first introduce the 

mathematical background of the algorithm and examine its 

behaviour relative to each variable. We then present the 

algorithm as we implemented it. 

1) Mathematical Framework: 

In the essential approach, TF-IDF works by determining the 

relative frequency of words in a specific document compared 

to the inverse proportion of that word over the entire that are 

common in a single or a small group of documents, document 

corpus. Intuitively, this calculation determines how relevant 

a given word is in a particular document. The main advantage 

over other methodologies like ‘Bag of Words’ is that words 

tend to have higher TF-IDF numbers than common words 

such as articles and prepositions. 
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The formal procedure for implementing TF-IDF has 

some minor differences over all its applications, but the 

overall approach works as follows. Given a document 

collection D, a word w, and an individual documentd є D, we 

calculate 

 wd= fw, d* log (|D|/fw, D)             (1) 

Where fw, d equals the number of times w appears in 

d, |D| is the size of the corpus, and fw, D equals the number of 

documents in which w appears in D. There are a few different 

situation that can occur here for each word, depending on the 

values of fw, d, |D|, and fw, D, the most prominent of which we’ll 

examine. 

Assume that |D| ~ fw, D, i.e. the size of the corpus is 

approximately equal to the frequency of w over D. If 1 < log 

(|D|/ fw, D) <c for some very small constant c, then wd will be 

smaller than fw, dbut still positive. This implies that w is 

relatively common over the entire corpus but still holds some 

importance throughout D. For example, this could be the case 

if TF-IDF would examine the word ‘Jesus’ over the New 

Testament. More relevant to us, this result would be expected 

of the word ‘United’ in the corpus of United Nations 

documents. This is also the case for extremely common 

words such as articles, pronouns, and prepositions, which by 

themselves hold no relevant meaning in a query (unless the 

user explicitly wants documents containing such common 

words). Such common words thus receive a very low TF-IDF 

score, rendering them essentially negligible in the search. 

Finally, suppose fw, d is large and fw, D is small. Then 

log (|D|/ fw, D) will be rather large, and so wd will likewise be 

large. This is the case we’re most interested in, since words 

with high wd imply that w is an important word in d but not 

common in D. This w term is said to have a large 

discriminatory power. Therefore, when a query contains this 

w, returning a document d where wd is large will very likely 

satisfy the user. 

2) Encoding TF-IDF: 

The code for TF-IDF is elegant in its simplicity. Given a 

query q composed of a set of words wi, we calculate wi, d for 

each wi for every document d є D. In the simplest way, this 

can be done by running through the document collection and 

keeping a running sum of fw, d and fw, D. Once done, we can 

easily calculate wi d according to the mathematical framework 

presented before. Once all wi, d’s are found, we return a set 

D*containing documents d such that we maximize the 

following equation: 

Σiwi, d       (2) 

Either the user or the system can arbitrarily 

determine the size of D* prior to initiating the query. Also, 

documents are returned in a decreasing order according to 

equation (2). 

This is the traditional method of implementing TF-IDF. 

B. Machine Learning Algorithms 

This section will give an overview about the ml algorithms 

used in this project.  

1) Logistic Regression: 

Logistic regression is a technique borrowed by machine 

learning from the field of statistics. It is the go-to method for 

binary classification problems (problems with two class 

values).Logistic regression is like linear regression in that the 

goal is to find the values for the coefficients that weight each 

input variable. Unlike linear regression, the prediction for the 

output is transformed using a non-linear function called the 

logistic function. The logistic function looks like a big S and 

will transform any value into the range 0 to 1. This is useful 

because we can apply a rule to the output of the logistic 

function to snap values to 0 and 1 (e.g. IF less than 0.5 then 

output 1) and predict a class value.Because of the way that 

the model is learned, the predictions made by logistic 

regression can also be used as the probability of a given data 

instance belonging to class 0 or class 1. This can be useful on 

problems where you need to give more rationale for a 

prediction. 

Like linear regression, logistic regression does work 

better when you remove attributes that are unrelated to the 

output variable as well as attributes that are very similar 

(correlated) to each other. 

It’s a fast model to learn and effective on binary 

classification problems. 

Logistic regression uses an equation as the 

representation, very much like linear regression. 

Input values (x) are combined linearly using weights 

or coefficient values (referred to as the Greek capital letter 

Beta) to predict an output value (y). A key difference from 

linear regression is that the output value being modeled is a 

binary values (0 or 1) rather than a numeric value. 

Below is an example logistic regression equation: 

y = e^(b0 + b1*x) / (1 + e^(b0 + b1*x)) 

Where y is the predicted output, b0 is the bias or 

intercept term and b1 is the coefficient for the single input 

value (x). Each column in your input data has an associated 

b coefficient (a constant real value) that must be learned from 

your training data. The actual representation of the model that 

you would store in memory or in a file are the coefficients in 

the equation (the beta value or b’s). 

2) Random Forest: 

Random Forest is one of the most popular and most powerful 

machine learning algorithms. It is a type of ensemble machine 

learning algorithm called Bootstrap Aggregation or bagging. 

The bootstrap is a powerful statistical method for 

estimating a quantity from a data sample. Such as a mean. 

You take lots of samples of your data, calculate the mean, 

then average all of your mean values to give you a better 

estimation of the true mean value. In bagging, the same 

approach is used, but instead for estimating entire statistical 

models, most commonly decision trees. Multiple samples of 

your training data are taken then models are constructed for 

each data sample. When you need to make a prediction for 

new data, each model makes a prediction and the predictions 

are averaged to give a better estimate of the true output value. 

Random forest is a tweak on this approach where 

decision trees are created so that rather than selecting optimal 

split points, suboptimal splits are made by introducing 

randomness. 

The models created for each sample of the data are 

therefore more different than they otherwise would be, but 

still accurate in their unique and different ways. Combining 

their predictions results in a better estimate of the true 

underlying output value. If you get good results with an 

algorithm with high variance (like decision trees), you can 

often get better results by bagging that algorithm. 
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3) XGBoost: 

XGBoost stands for eXtreme Gradient Boosting. 

“The name xgboost, though, actually refers to the 

engineering goal to push the limit of computations resources 

for boosted tree algorithms. Which is the reason why many 

people use xgboost.”— Tianqi Chen, the creator of xgboost. 

It is an implementation of gradient boosting machines. It 

belongs to a broader collection of tools under the umbrella of 

the Distributed Machine Learning Community 

or DMLC who are also the creators of the popular mxnet 

deep learning library. 

The XGBoost library implements the gradient 

boosting decision tree algorithm. This algorithm goes by lots 

of different names such as gradient boosting, multiple 

additive regression trees, stochastic gradient boosting or 

gradient boosting machines. Boosting is an ensemble 

technique where new models are added to correct the errors 

made by existing models. Models are added sequentially until 

no further improvements can be made. A popular example is 

the AdaBoost algorithm that weights data points that are hard 

to predict. Gradient boosting is an approach where new 

models are created that predict the residuals or errors of prior 

models and then added together to make the final prediction. 

It is called gradient boosting because it uses a gradient 

descent algorithm to minimize the loss when adding new 

models. This approach supports both regression and 

classification predictive modelling problems. 

III. EXPERIMENTAL ANALYSIS 

We will now go through the various stages of the experiment 

A.  Data Collection and Formatting 

We trained our model on a collection of 52000 articles from 

various news outlet’s like TheGaurdian , NYTimes etc. These 

articles were gathered by scrapping from a larger collection 

of news articles from various news outlets dated from 1 May 

2016 to 31 March 2017. The articles were from various fields 

like Politics, Business, US Politics. We kept the original form 

of article and also simulated more noise by enforcing case-

sensitivity. Due to certain constraints, we had to limit the 

number of queries used to perform information on news 

articles. We performed pre-processing steps on the real news 

and fake news articles by removing the English stop words, 

punctuation marks and other special characters. The returned 

article was free from English stop words and punctuations. 

B. Modeling and Testing 

After performing the above mentioned steps we then applied 

TF-IDF approach for converting the Text to Features for our 

modeling. To compare our results, we implemented TF-idf 

with different Machine learning algorithms like logistic 

regression, Random Forest and XGBoast and noted down the 

accuracy and cross- validated the results using the F1 score 

of the model. Also in order to really understand the models 

further we tested our model with text input of article headline 

and find it’s accuracy. We then repeated the same with 

article’s body to find which among the two will increase our 

model’s performance. 

IV. RESULTS 

In the table below are the various results of the experiment 

for all the three ml algorithms that were tested. 

ALGORITHM ACCURACY F1-SCORE 

LOGISTIC REGRSSION 96.79 93.31 

RANDOM FOREST 96.97 96.72 

XGBOOST 95.52 95.16 

In the above Table we see that Random forest has 

the highest scores and that its accuracy and the cross-

validation score were greater than others. While in the 

Logistic regression the accuracy was comparable to that of 

random forest, we thought about the presence of bias-

variance and over-fitting and hence we cross-validated the 

model to find that in fact the score was lower than we 

expected.  

A. Learning graphs 

1) Using Article’s Headline: 
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With the article’s headline, the graph is far apart 

indicating that there is in fact high bias variance between the 

train data and test data which is an inefficient method. This 

lead us to experiment with the article’s body to get an 

improved model performance with less bias-variance trade 

off. The learning curve was helpful in detecting a high level 

of bias present in our model. 

B. Using Article’s Body 

 

 

 

 
Using the article’s body, the learning curve was 

much closer between the training data and the test data as 

compared to the article’s headline indicating low bias and low 

variance in the model. This was what we expected as more 

data should lead to better performance of the model. The 

biasing was reduced and variance was also less. The low 

variance and low bias graph led us to conclude that more data 

helps in improving metric. 

V. CONCLUSION 

From the above results we concluded that Random forest is 

most suited for detecting fake news as the accuracy and the 

cross-validation score were greater than others. While in the 

Logistic regression the accuracy was comparable to that of 

random forest, we thought about the presence of bias-

variance and over-fitting and hence we cross-validated the 

model to find that in fact the score was lower than we 

expected. This led us to conclude that Random forest was the 

most suited algorithm among the set for detecting fake news. 
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