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Abstract— In this paper we display YOLO (you just look 

once), another way to deal with object detection and 

classification. Earlier work on protest discovery repurposes 

classifiers to perform recognition. Rather, we outline protest 

location as a relapse issue to spatially isolated bouncing boxes 

and related class probabilities. A solitary neural system 

predicts jumping boxes and class probabilities specifically 

from full pictures in a single assessment. At 67 FPS, YOLO 

gets 76.8 mAP on VOC 2007. At 40 FPS, YOLO gets 78.6 

mAP, outflanking cutting edge strategies like Faster RCNN 

with ResNet and SSD while as yet running fundamentally 

speedier. At long last we propose a technique to mutually 

prepare on question identification and grouping. Utilizing this 

strategy we prepare our form of the YOLO at the same time 

on the COCO discovery dataset and the ImageNet order 

dataset. Our joint preparing enables YOLO to foresee 

location for protest classes that don't have marked 

identification information. We approve our approach on the 

ImageNet identification assignment. YOLO gets 19.7 mAP 

on the ImageNet recognition approval set in spite of just 

having discovery information for 44 of the 200 classes. On 

the 156 classes not in COCO, YOLO9000 gets 16.0 mAP. In 

any case, YOLO can recognize something other than 200 

classes; it predicts location for in excess of 9000 diverse 

protest classifications. Despite everything it keeps it keeps 

running progressively.  
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I. INTRODUCTION 

People look at a picture and in a split second comprehend 

what objects are in the picture, where they are, and how they 

collaborate. The human visual framework is quick and 

precise, enabling us to perform complex undertakings like 

driving with minimal cognizant idea. Quick, precise, 

calculations for question location would enable PCs to drive 

autos in any climate without specific sensors, empower 

assistive gadgets to pass on ongoing scene data to human 

clients, and open the potential for universally useful, 

responsive automated frameworks. Current discovery 

frameworks repurpose classifiers to perform recognition. To 

distinguish a protest, these frameworks take a classifier for 

that question and assess it at different areas and scales in a 

test picture. Frameworks like deformable parts models 

(DPM) utilize a sliding window approach where the classifier 

is keep running at equitably dispersed areas over the whole 

picture. Later methodologies like R-CNN utilize area 

proposition techniques to first produce potential bouncing 

boxes in a picture and afterward run a classifier on these 

proposed boxes. After grouping, present preparing is utilized 

on refine the bouncing box, dispense with copy 

identifications, and rescore the crate in light of different 

protests in the scene. These perplexing pipelines are ease 

back and difficult to enhance on the grounds that every 

individual part should be prepared independently. 

We propose another technique to bridle the 

substantial measure of arrangement information we as of now 

have and utilize it to extend the extent of current location 

frameworks. Our strategy utilizes a progressive perspective 

of protest characterization that enables us to join particular 

datasets together. We likewise propose a joint preparing 

calculation that enables us to prepare protest locators on both 

discovery and grouping information. Our technique use 

named recognition pictures to figure out how to definitely 

restrict objects while it utilizes order pictures to expand its 

vocabulary and vigor. 

II. EXISTING SYSTEM 

i) Object detection as regression problem ii) Repurposing of 

classifiers to perform object detection iii) R-CNN based 

methods – by generating potential bounding boxes, running 

classifiers on these proposed boxes and post processing 

operations like refinement, elimination and rescoring 

III. PROPOSED SYSTEM 

We reframe object detection as a single regression problem, 

straight from image pixels to bounding box coordinates and 

class probabilities. Using our system, you only look once 

(YOLO) at an image to predict what objects are present and 

where they are. We also aspire to enhance the speed and limit 

the probability of errors during detection of objects by 

extensive training and testing through our carefully selected 

algorithms. 

IV. SYSTEM ARCHITECTURE 

 
We optimize for sum-squared error in the output of our model. 

We use sum-squared error because it is easy to optimize, 

however it does not perfectly align with our goal of 

maximizing average precision. It weights localization error 

equally with classification error which may not be ideal. Also, 

in every image many grid cells do not contain any object. This 

pushes the “confidence” scores of those cells towards zero, 

often overpowering the gradient from cells that do contain 

objects. This can lead to model instability, causing training to 

diverge early on. To remedy this, we increase the loss from 

bounding box coordinate predictions and decrease the loss 

from confidence predictions for boxes that don’t contain 

objects. We use two parameters, λcoord and λnoobj to 

accomplish this. We set λcoord = 5 and λnoobj = .5.Sum-
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squared error also equally weights errors in large boxes and 

small boxes. Our error metric should reflect that small 

deviations in large boxes matter less than in small boxes. To 

partially address this we predict the square root of the 

bounding box width and height instead of the width and height 

directly.YOLO is implemented as a 32 layer deep 

convolutional neural network (DNN). The open source 

implementation re- leased along with the paper is built upon 

a custom DNN framework written by YOLO’s authors, called 

darknet. This applicationprovides the baseline by which we 

implement YOLO. YOLO reframes object detection as a 

single regression problem, straight from image pixels to 

bounding box co- ordinates and class probabilities. YOLO 

divides the input image into an S × S grid. If the center of an 

object falls into a grid cell, that grid cell is responsible for 

detecting that object. 

V. THE LOSS FUNCTION 

YOLO’s loss function must simultaneously solve the object 

detection and object classification tasks. This function 

simultaneously penalizes incorrect object detections as well 

as considers what the best possible classification would be. 

We employ the stochastic gradient descent optimization 

method offered by TensorFlow[with the Adam optimizer  to 

minimize the cost function. We implement the following loss 

function, composed of five terms: 

 
For each object in the ground truth, only a single 

bounding box can be responsible for that object. Suppose S = 

7, B = 2 and there are two objects in a given image. Then, of 

the 7 ∗ 7 ∗ 2 = 98 predictions of bounding boxes in the image, 

only 2 will be “responsible” for an object since there are only 

two objects. We calculate the bounding box predictor j that is 

responsible for an object by choosing the bounding box with 

the largest intersection over union (IoU) from the grid cell i 

where the object center is known to lie. Thus, in our given 

example, for each of the two objects in the image, we would 

loop through the j = 0, .., B predic- tions in the known grid 

cell i (where the object center lies) and find j with the highest 

IoU value. 

VI. AMBIGUITIES IN LOSS FUNCTION DEFINITION 

The theoretical description of the setup of the cost function is 

extremely concise, leading to two main ambiguities. First, 

how does one assign class probabilities when two boxes of 

different class probabilities are found in one grid cell? 

Second, the theoretical statements define 1ij as jth bounding 

box predictor in objcell i is responsible for that prediction, but 

it is unclear if i is learned dynamically or if it is part of the 

ground truth. We call the former interpretation Interpretation 

1 and the latter Interpretation 2. We evaluated loss function 

convergence under both interpretations. 

VII. EXPERIMENTAL RESULTS 

A. Weight Conversion 

To simplify the port of YOLO from darknetto Tensor- Flow, 

we begin by using a pre-trained model. This greatly simplifies 

debugging as we can obtain immediate results from our 

execution without the need to implement a loss function and 

back propagation to adjust the weights. Furthermore, training 

a new model is naturally slow. For example, our pre-trained 

model was trained by or a week on the latest high-

performance GPUs. 

B. Real-time object Tracking 

We extend YOLO to track objects within a video in real- time. 

YOLO is designed to process images in sequence; thus, it has 

no concept of temporal or spatial continuity be- tween 

sequential frames in a video. To overcome this limitation, we 

introduce a post-processing phase we use k-means clustering 

to identify objects between frames. We choose a short rolling 

window of three frames across which we accumulate all the 

objects detected in that time period. We then cluster these 

objects into the appropriate number of clusters based on the 

number of objects detected per frame. As YOLO’s detection 

capabilities are not perfect, certain objects may be 

intermittently dropped. The rolling window improves the 

chances that if an object is not detected in one frame, it will 

be detected in an adjoining frame to allow continuous 

tracking. During clustering, we define the distance d between 

two images I1, I2, given dimensions x, y and color channels 

c as: 

 
In this case, I(x,y,c) denotes the color intensity of the 

c color channel for pixel x, y. This method of clustering works 

well if the images are very similar and bounding boxes do not 

change significantly in size. However, large offsets or 

changes in coloring (e.g. change in lighting) can create 

difficulty in identifying similar images. More sophisticated 

methods of measuring image similarity have been developed. 

 

C. Speed Testing 

Speed is one of the most limiting factors in the ability to 

produce detections in video with high frame rate. We are in- 

terested in investigating how the convolution, max pooling, 

and matrix multiplication operations in TensorFlow com- 
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pare with those implemented in C/C++ and in CUDA for the 

darknetframework. A speed comparison benchmark between 

various applications and implementations is pictured in the 

given figure. 

 

VIII. TEST SET EVALUATION 

Modern object detection challenges rely upon a metric called 

mean average precision (mAP). We compute the av- erage 

precision (AP) separately for each class by sorting the 

detections by their confidences and moving down the sorted 

list, and then subsequently average over the APs for each 

class to compute mAP. A detection is considered a true 

positive if it has IoU with a ground-truth box greater than 

some threshold (usually 0.5) (mAP 0.5) We then combine all 

detections from all test images to draw a precision / recall 

curve for each class; AP is the area under the curve, computed 

via the Riemann sum: 

AvgPrecision = P (k)∆recall(k) k=1...N 

Where P(k) is the precision at every possible threshold value, 

∆r(k) is the change in recall, and k takes on every possible 

recall value found in the data. To compute mAP, we use: 

 
Precision captures how accurate the reports are. It is given by 

the algorithm: 

 
The precision value precision(k) is the proportion of 

samples with rank smaller or equal than k − 1 that are positive 

(where ranks are assigned by decreasing scores). recall(k) is 

instead the percentage of positive samples that have rank 

smaller or equal than k − 1. For example, if the first two 

samples are one positive and one negative, precision(3) is ½. 

If there are in total 5 positive samplesprecision(3) is1/5. 

Moving from rank k to rank k + 1, if the sample of rank k+1 

is positive, then both precision and recall increase otherwise, 

precision decreases and recall stays constant. This gives the 

PR curve a characteristic saw-shape. For an ideal classifier 

that ranks all the positive samples first the PR curve is one 

that describes two sides of the unit square . 

IX. CONCLUSION AND FUTURE ENHANCEMENT 

We have demonstrated and verified a functional port of 

YOLO from darknetto TensorFlow. More work is needed to 

improve the robustness of the image clustering for real-time 

video tracking. For example, the existing implementation is 

limited in the scenarios it can success- fully track; image 

fidelity and frame rate must be high, and objects cannot move 

at high velocity. More complex algorithms used to calculate 

image similarity as discussed by would improve tracking 

capability. 

In further work, we intend to more deeply examine 

the time tradeoff between GPU inferences with varying 

models. We posit that our batch size of 1 limits our 

comparison because most of the time may be accounted for 

by memory swaps on and off of the GPU. 

In future work, we intend to resolve the ambiguities 

in the original loss function by contacting the original authors 

of and report the mAP across all data set splits of our self-

trained model. 
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