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Abstract— The objective of this research paper is to present 

an overview of the machine learning techniques, especially 

deep learning which is becoming more and more popular 

everyday and has found a wide variety of applications 

worldwide. This paper includes an outline of the various 

machine learning algorithms along with their advantages and 

disadvantages. Neural Networks and Deep Learning are 

explained in detail including Perceptrons, Sigmoid Neurons 

and Architecture of Neural Networks within Neural Networks 

and Convolutional Neural Networks, Restricted Boltzman 

Machines and Deep Belief Networks within Deep Learning. 
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I. INTRODUCTION 

A. Machine Learning 

Machine Learning, according to many researchers is a pre-

eminent way to make progress towards human-level Artificial 

Intelligence. An older, informal definition is provided by 

Arthur Samuel as “The field of study that provides computers 

the ability to learn without being explicitly programmed.”  A 

modern definition of machine learning is “A computer 

program is said to learn from experience E with respect to 

some class of tasks T and performance measure P, if its 

performance at tasks in T, as measured by P improves with 

experience E” As stated by Tom Mitchell. 

At a broad level, Machine Learning algorithms are 

classified into three types based on the nature of the data 

available to the learning system. 

 Supervised Learning: In supervised learning, the model 

is provided a training data set, consisting of the data and 

the true labels. Given this data, the model should learn a 

general rule to map the inputs to the outputs. 

Classification, Regression, Ranking etc are examples of 

this paradigm. 

 Unsupervised Learning: In unsupervised learning, the 

model is not provided with any data or true labels. It is 

the goal of the model to derive the structure from its 

inputs on its own. Data is organized on the basis of the 

similarity of the data items. Clustering of data, 

Summarization etc are examples of unsupervised 

learning. 

 Reinforcement Learning: The machine is trained to make 

certain decisions in reinforcement learning. The machine 

is exposed to a dynamic environment where it trains 

itself using trial and error from past experiences. It tries 

to capture the maximum amount of knowledge to make 

accurate business decisions. 

Machine Learning algorithms are also grouped by 

similarity in their function or how they work. Before 

choosing the machine learning algorithm to use, the right set 

of features needs to be selected. This is called feature 

engineering and is very important in getting accurate results. 

Based on their function, some of the machine learning 

algorithms are 

 Linear Regression: In this setting, the output variable can 

be expressed as a linear combination of a set of input 

variables y = w1x1 + w2x2 +w3x3...... 

 The objective of the training phase is to learn the values 

of weights w1, w2, w3... such that the error function y is 

minimized. This can be achieved using a technique 

called gradient descent. 

 Ensembles and Decision Trees: These are the types of 

supervised learning algorithms which are mostly used in 

classification problems. These are the predictive learning 

models used in statistics, data mining and machine 

learning. These algorithms are useful in several 

prediction tasks where the features are self evident. 

 K- Nearest Neighbor:  It is a supervised learning 

algorithm which can be used for both classification and 

regression problems. When used with classification 

problems, the output is a class membership. The object 

is assigned to the class that is most common among its k 

nearest neighbors. In regression problems, the output is 

the property value of the object. This is calculated by the 

average of the values of its k nearest neighbors. 

 Bayesian Network: This includes the Naive Bayes 

algorithm which is a classification algorithm based on 

Bayes Theorem. It assumes that in a class, the presence 

of a particular feature is independent of the presence of 

any other features. This model is highly scalable and 

useful for large sets of data. 

 Clustering: Clustering is a type of unsupervised learning 

algorithm where a set of observations is assigned to some 

clusters or subsets such that each subset has something 

in common. One example of clustering algorithm is K- 

Means Clustering where we group the objects into K 

separate groups based on some attributes or features, K 

being a positive integer number. 

 Neural Networks and Deep Learning: Given the large 

amount of data sets and computations that we have these 

days, these models have found tremendous applicability. 

These are more useful in domains like Image 

Classification, Speech Recognition, Face Recognition 

etc. where it is difficult to hand craft features. These 

models are responsible for both feature engineering and 

modelling. 
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Fig. 1: Machine Learning classification 

Algorithm Merits Demerits 

Linear 

Regression 

-It is a statistical 

model that shows 

optimum results 

when the 

relationship between 

the independent and 

dependent variables 

is linear. 

-Inappropriately 

used to model non-

linear relationships 

 

- Limited to 

predicting numeric 

output 

Ensemble 

Learning 

-Ensembles of 

learners typically 

outperform any one 

learner 

- Difficult to 

measure correlation 

between classifiers 

from different types  

of learners 

-Limited time and 

memory constraint 

Decision 

trees 

-Easier to 

understand and 

communicate to 

others 

- Makes minimal 

assumptions 

-Able to find odd 

interactions 

- Require very large 

samples of data to 

be useful 

- Unstable, they do 

not always work 

well 

K- Nearest 

Neighbors 

- Complex concepts 

can be learned by 

making local 

assumptions using 

simple procedures 

- The cost of 

learning process is 

zero 

- Number of 

dimensions 

determine 

performance 

- We cannot 

interpret the model 

Bayesian 

Networks 

- Can readily handle 

incomplete data sets 

-Allows learning 

about casual 

relationships 

- Provides an 

efficient method for 

preventing 

overfitting of data 

- Information is 

theoretically 

infeasible 

- It is 

computationally 

infeasible 

- Not dynamic 

Clustering 

-Computationally 

fast 

- Simple and 

understandable 

unsupervised 

learning algorithm 

 

- Difficult to 

identify the initial 

clusters 

-The final cluster 

patterns is 

dependent on initial 

patterns 

Neural 

Networks 

-Neural networks 

learn and does not 

need to be 

reprogrammed 

-It can be 

implemented in any 

application without 

any problem 

- Parallel problem 

solving nature 

- The neural 

networks needs 

training to operate 

- Requires high 

processing time for 

large neural 

networks 

Deep 

Learning 

- Best in class 

performance on 

problems of speech, 

language, vision, 

playing games etc 

- Reduces the need 

for feature 

engineering 

- It is an architecture 

that can adapt to 

new problems easily 

- Requires a large 

amount of data 

- It is very 

computatationally 

expensive to train 

- Do not have much 

in the way of strong 

theoretical 

foundational 

Table 1: Machine Learning Algorithm 

II. NEURAL NETWORKS 

Neural Networks or Artificial Neural Networks (ANNs) are 

computing systems that try to mimic the human brain and the 

nervous system. The Organization of Behaviour, also known 

as Hebbian Learning, published in 1949 by Donald Hebb is 

one of the most straight-forward learning rules for artificial 

neural networks (ANNs). In 1951, the first ANN was created 

by Marvin Minsky. The Computer and the Brain, published 

in 1958, written by von Neumann proposed several radical 

changes to the way the researches had been modelling the 

brain. Neural Networks advanced to a very wide use 

throughout the 1980’s and 1990’s but its popularity 

diminished in the late 90’s due to various reasons. However, 

Artificial Neural Networks (ANNs) have had a major 

resurgence more recently. Neural Networks consists of a 

collection of connected units called artificial neurons which 

are analogous to the axons in biological brain. A neuron can 

be considered to be a switch with information input and 

output. When there are enough stimuli of other neurons 

providing the information input, the switch is activated and 

sends a pulse of signal to other neurons at the output. Neural 

Networks have been used in computer vision, machine 

translation, social network filtering, medical diagnosis, 

speech recognition and a variety of other tasks. 

A. Perceptrons 

Perceptrons were developed by Frank Rosenblatt in the 1950s 

and 1960s, inspired by the work of Warren McCulloch and 

Walter Pitts. A perceptron takes several binary inputs (x1, x2, 

x3 and so on) and produces a single binary output. The 

importance of inputs to the final output is expressed by 

weights w1, w2, w3... for the respective inputs. The output of 
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the perceptron (or neuron), 0 or 1 depends on whether the 

weighted sum ∑j wjxj is less than or greater than a threshold 

value 

 
By changing the ∑j wjxj to a dot product, w·x = ∑j 

wjxj where w and x are vectors with components weights and 

inputs respectively and by moving the threshold to the other 

side of the inequality (by replacing it with the perceptron’s 

bias, b = -threshold), the perceptron rule can be rewritten as, 

 
In the below figure, the perceptrons in the first layer 

make three simple decisions by weighing the inputs. In the 

second layer, each perceptron is weighing the results of 

decision-making in the first layer. The decision made in the 

second layer, thus will be more complex and abstract 

resulting in an even more complex decision in the third layer. 

In neural networks, the first layer which receives the input 

evidence is called the input layer and the final layer which 

outputs the final computed value is called the output layer. A 

neural network can have one or more hidden layer(s) between 

the input and the output layers. 

 
Figure 2 

B. Sigmoid Neurons 

A small change in the weight or bias of a single perceptron 

can sometimes cause the behaviour of the rest of the network 

to change in a complicated way. A new type of artificial 

neuron known as sigmoid neuron is used to overcome this 

problem. Sigmoid Neurons are similar to perceptrons such 

that they take inputs x1, x2, x3... but instead of being just 0 

or 1, their outputs can take any value between 0 and 1. Thus 

small changes in their weights or bias causes only small 

changes in their output. The weighted sum for the sigmoid 

neuron is given by σ (w·x + b) where the sigmoid function σ 

is defined by, 

σ ≡ 1 / (1 + e-z) 

The output of the sigmoid neuron with weights w1, 

w2, w3...., bias b and inputs x1, x2, x3... is 

1 / (1 + exp (-∑j wjxj – b)) 

The behaviour of a sigmoid neuron closely 

approximates a perceptron but they provide the flexibility to 

change the weights and bias in order to change the output. 

C. The architecture of neural networks 

The neural network in Figure 2 consists of one input layer, 

one hidden layer and one output layer. However some 

networks can have more than one (multiple) hidden layer. 

Such multiple layer networks are sometimes called 

Multilayer Perceptron (MLPs). MLPs use a supervised 

learning technique called backpropogation for training and 

due to its multiple layers and non-linear activations, are 

different from linear perceptrons. In neural networks, the 

output from one layer is used as input to the next layer. The 

information is always fed forward and there are no loops in 

the network. Such networks are also called feedforward 

neural networks. Recurrent neural networks are another 

model of artificial neural networks (ANNs) where feedback 

loops are possible. They form a directed cycle and exhibit 

dynamic temporal behaviour. 

III. DEEP LEARNING 

Deep Learning is a part of a broader family of machine 

learning methods where the representations are represented in 

terms of other, simpler representations. It is also known as 

deep structured learning or representation learning as it is 

based on learning data representations. In recent years, deep 

learning has emerged as a central tool to solve perception 

problems and is a much better tool to solve problems like 

understanding natural language, discovering new medicines, 

computer vision, audio recognition, machine translation, 

bioinformatics etc. The earliest algorithm for deep, 

feedforward, multilayer perceptron was published in 1965 by 

Ivakhnenko and Lapa. In 1980s, Kunihiko Fukushima 

introduced the Neocognitron which was a hiearchial, 

multilayered artificial neural network (ANN) which was used 

for handwriting and other pattern recognition problems. The 

term deep learning gained popularity in the late 2000s when 

Geoffrey Hinton and Ruslan Salakhutdinov published an 

influential paper on deep belief nets, describing how a 

multilayer neural network can be pre-trained one layer at a 

time. NIPS workshop on deep learning for speech recognition 

was conducted in 2012 where it was discovered that the 

neural networks do not require pre-training for a large data 

set and the error rates drop significantly. The promise of deep 

learning is that given a large enough data set, a sophisticated 

algorithm and fast enough processors, computers can be 

developed to accomplish tasks that were completely left in 

the realm of human perception. 

Deep learning is a collection of algorithms used in 

machine learning that is used to model high-level abstractions 

in data through the use of model architectures, which are 

composed of multiple nonlinear transformations. It is part of 

a broad family of methods used for machine learning that are 

based on learning representations of data. 

Neural networks uses backpropogation algorithm 

and gradient descent to improve the performance of the neural 

network. Backpropogation repeats a two phase cycle where 

in the first phase an input vector is presented and propagated 

through the network, one layer at a time, until it reaches the 

output layer. The output layer then compares the output of the 

network with the desired output and an error value is 

calculated for each neuron in the output layer. This error 

value is then propagated backwards through the network, 

starting from the output layer, until each neuron in the output 

layer has an error value associated with it. These error values 

represent the contribution of each neuron in the original 

output and are used to calculate the gradient of the loss or cost 

function. In the second phase, this gradient is fed to an 

optimization method where it is used to update the weights in 

order to minimize the loss or cost function. 
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It is difficult to train deep networks using gradient 

descent by backpropogation as the different layers in the deep 

network learn at vastly differing speeds. 

A. The Vanishing Gradient Problem 

The vanishing gradient problem depends on the choice of 

activation function. Many commonly used activation 

functions such as sigmoid or tanh squash their inputs into a 

small output range in a non-linear fashion. Thus there are 

large regions of input space which are mapped to extremely 

small regions of output space. This results in a condition 

where even a large change in input space will produce only a 

small change in the output. Hence the gradient will be small. 

In some deep neural networks, the gradient tends to get 

smaller as we move backwards through the hidden layers. 

This results in the neurons in the earlier layers learning more 

slowly than the neurons in the later layers. This is known as 

the vanishing gradient problem. However, in some deep 

neural networks, the gradient gets much larger in earlier 

layers leading to the exploding gradient problem. As the 

layers keep on increasing, the gradient becomes more and 

more unstable in deep neural networks, tending to either 

explode or vanish in earlier layers. This instability is a 

problem in gradient-based learning in deep neural networks   

B. Convolutional Neural Networks 

Convolutional Neural Networks (ConvNets or CNNs) are a 

category of deep, feedforward artificial neural networks that 

have proven very successful in areas such as image 

recognition and classification. The motivation for 

convolutional neural networks is from the most powerful 

visual processing system in existence which is the animal 

visual cortex. CNNs differ from the regular neural networks 

in terms of the flow of signals between the neurons. While 

feedforward networks are successful for image recognition, 

they require all the neurons to be fully connected as shown 

below resulting in very complex structures. The cost of 

complexity increases when networks have to be trained on 

large sets of data and the computer processing speeds are 

limited.  

 
Fig. 3: Artificial Neural Network 

Fukushima’s Neocognitron provides the first 

computational models for local connectivity between neurons 

and hierarchically organized transformations of the image. In 

1998, Yann LeCunn and Yoshua Bengio established the basis 

of the first CNN by trying to capture the organization of 

neurons in the cat’s visual cortex as a form of artificial neural 

network. The most popular implementation of the CNN is the 

LeNet, after Yann LeCunn. The 4 key layers of a CNN are 

Convolution, Subsampling, Activation and Fully Connected. 

1) Convolution 

Convolution filters are the first layers that receive an input 

signal. Convolution is a process where a network attempts to 

label and input signal by referring to what it has learned in the 

past. The resulting output signal is then passed onto the next 

layer. Convolution filters represent a set of features such as 

whiskers, tail, fur and the CNN algorithm learns which of 

these features comprise the resulting reference (e.g. cat, 

tiger). The output signal is simply dependent on whether 

these features are present or not rather than the location of the 

features. Thus Convolution has a property of being translation 

invariant which means that irrespective of the location or 

position of the object; the CNN algorithm will still be able to 

recognise it.  

2) Subsampling 

Subsampling is a ‘smoothing’ process by which the inputs 

from the convolution layer can be smoothened or their 

sensitivity to noise and variations can be reduced. This can be 

achieved by taking averages or maximum over a sample of 

the signal. Reducing the size of the image or reducing the 

color contrast are some of the examples of subsampling. 

Activation: The activation layer controls how signals flow 

from one layer to another, similar to the firing of neurons in 

our brain. CNN is compatible with a wide variety of 

activation functions for signal propagation but the most 

common function being used is the Rectified Linear Unit 

(ReLU). 

3) Fully Connected 

The last layers in a convolutional neural network are fully 

connected which means that neurons of the preceding layer 

are connected to every neuron in the current layer providing 

high level reasoning where all the possible pathways from the 

input to the output are considered. 

In addition to the above features, CNN also 

incorporates the following concepts into design. 

4) Local Connectivity 

A solution to the over-parameterization is local connectivity. 

CNNs exploit spatially-local correlation by enforcing local 

connectivity between neurons of adjacent layers. 

 
Fig. 4: layer 

The layer m-1can be considered to be input images 

and thus layer m will be the hidden layer. Each neuron in 

layer m connects to three adjacent input pixels (neurons) in 

the input image. Thus the inputs of hidden units in layer m 

are from a subset of units in layer m-1. 

5) Shared Weights 

An image can have an object at multiple locations. Thus local 

features are detected at various locations on the image. 

Weight sharing is the solution to this problem. Each filter hi 

is replicated across the entire visual field and share the same 

parameterization (weights and bias) forming a feature map 

 
Fig. 5: Shared Weights 

In the above figure, the three hidden units share the 

weight of the same color and thus are identical. The gradient 

descent of the shared weight will simply be the sum of the 

gradients of the parameters being shared. In this way, the 
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features can be detected regardless of their position in the 

visual field. 

Piecing these concepts together results in LeNet, the 

first CNN, which is made up of alternating convolutional and 

subsampling layers in its lower layers. Its upper layers consist 

of fully connected layer employed in MLPs. 

 
Fig. 6: The LeNet 

 
Fig. 7: Typical block diagram of a convolutional neural 

network 

C. Restricted Boltzmann Machines 

A restricted Boltzmann machine is a generative artificial 

neural network (ANN) which can learn a probability 

distribution over a set of inputs. In energy based models, the 

learning is carried out by modifying the energy function such 

that its shape has desirable properties. The probability 

distribution is defined through an energy function. 

 
Z (Normalizing function) is called the Partition 

Function. 

 
Considering a hidden part, h in addition to the 

observed part x, we can rewrite the above equation as follows 

 
Where 

 
The data negative log-likelihood gradient of the 

above equation then formulates to 

 
Restricted Boltzmann machines were invented by 

Geoff Hinton and are useful for tasks such as dimensionality 

reduction, classification, regression, feature learning and so 

on. RBMs are shallow, two layer neural networks which are 

used as building blocks for deep belief networks. The first 

layer is called the input layer and the second layer is called 

the hidden layer. The nodes across the layers are connected 

to each other but no two nodes of the same layer are 

connected with each other. This is a restriction in restricted 

Boltzmann machine. Each node processes the input by 

making a stochastic decision whether to transmit that input or 

not. To increase the modelling capacity of the Boltzmann 

machines, it is considered that some of the variables are never 

observed (they are hidden). A graphical description of the 

RBM is as shown below. 

 
Fig. 8: Function 

The energy function E (v, h) of a RBM is 

 
Where b, c are the offsets of the visible and hidden 

layers respectively and W represents the weights connecting 

the hidden and the visible units. 

This translates to the following free energy formula 

 
The visible and the hidden units are conditionally 

independent with one another. 

D. Deep Belief Networks (DBNs) 

Deep Belief Networks addresses the problems of slow 

learning times, necessity of a substantial labelled data set for 

training and inadequate parameter selection techniques which 

are faced when applying backpropogation algorithm to deep 

neural networks. Deep belief networks (DBNs) are generative 

graphical models which are composed of several layers of 

Restricted Boltzmann Machines. DBNs learn to extract a 

deep hierarchical representation of the training data. 

 

Fig. 9: Deep belief networks 

Deep belief networks are composed of many layers 

of stochastic, latent variables which are often called hidden 

units or feature detectors. The top two layers form an 

associative memory by having undirected, symmetric 

connections between them. The lower layers receive top-

down directed connections from the above layers. In DBN, 

there is an effective, layer by layer procedure for learning 

weights that explains how the variables in one layer depend 

on the variables in the layer above. After learning, the values 

of the variables in every layer can be inferred by using a 

bottom-up pass that uses the generative weights in the reverse 

direction. While training DBN, the first step is to learn 

features from the layer of visible units using a contrastive 

divergence algorithm (explained later). Then the activations 

of the previously trained features are treated as visible units 

and used to learn the features of features in the second hidden 

layer. When the learning of the features of the last hidden 

layer is achieved, the whole DBN is trained. 

1) Greedy Layer-Wise Unsupervised Training 

A deep belief network with l layers model the joint 

distribution between observed vector x and the l hidden 

layers hk as follows: 



A Survey on a New Area of Machine Learning Research: Deep Learning 

 (IJSRD/Vol. 5/Issue 06/2017/150) 

 

 All rights reserved by www.ijsrd.com 601 

 
where ,  is a conditional 

distribution for the visible units conditioned on the hidden units 

of the RBM at level k, and  is the visible-hidden 

joint distribution in the top-level RBM 

The principle of greedy layer wise training can be 

applied to DBNs which are modelled using RBMs. The 

process is as follows: 

1) Train the first layer as an RBM that models the raw 

input  as its visible layer. 

2) Use that first layer to obtain a representation of the input 

that will be used as data for the second layer. Two 

common solutions exist. This representation can be chosen 

as being the mean activations  or samples 

of . 

3) Train the second layer as an RBM, taking the transformed 

data (samples or mean activations) as training examples 

(for the visible layer of that RBM). 

4) Iterate (2 and 3) for the desired number of layers, each time 

propagating upward either samples or mean values. 

5) Fine-tune all the parameters of this deep architecture with 

respect to a proxy for the DBN log- likelihood, or with 

respect to a supervised training criterion (after adding 

extra learning machinery to convert the learned 

representation into supervised predictions, e.g. a linear 

classifier). 

 
Fig. 10: Greedy technique for DBN 

As DBN is composed of several layers of RBM 

stacked together, training a DBN requires the training of each 

layer RBM. The algorithm below depicts the steps of 

contrastive divergence to train RBM. 

The first step in training RBM is to randomly 

initialize the units and the parameters. Then there are two 

phases in the contrastive divergence algorithm: positive and 

negative. During the positive phase, the probabilities of 

weights and visible units are calculated in order to determine 

the binary state of the hidden units. The positive phase 

increases the probability of the training data while the 

negative phase decreases the probability of the output 

generated by the model. A complete positive-negative phase 

is considered to be one epoch and an error value between the 

observed and actual value is calculated. Finally, weights are 

updated by considering the difference between the positive 

phase contribution and the negative phase contribution. It is a 

derivative of the probability of visible units with respect to 

weights. 

Greedy learning technique trains one RBM at a time 

and continues till the last RBM. When the learning of the last 

RBM is completed, the whole deep belief network (DBN) is 

trained. The algorithm for training the DBN is as shown 

below. 

 
Fig. 11: RBM Learning Algorithm 

 
Fig. 12: DBN Learning Algorithm 
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A Deep AutoEncoder is another type of artificial 

neural network (ANN) which is composed of two, 

symmetrical deep belief networks where the first set of four 

or five layers represent the encoding part and the second set 

of four or five layers represent the decoding part. 

 
Fig. 13: A Deep AutoEncoder 

E. Applications of Deep Learning 

 Speech Recognition applications like Siri or Cortana 

 Optical Character Recognition for scanning of images 

where you read an image, extract the text out of it and 

correlate it to the objects found on image. 

 Natural Language Processing for language conversion in 

chat rooms or processing the text from human speeches 

 Artificial Intelligence for allowing the robots to mimic 

the tasks of human beings 

 Customer Relationship Management where deep 

learning is used for direct marketing settings. Companies 

like RelateIQ has found huge success by using machine 

learning in this area 

 Drug Discovery and Toxicology by using deep learning 

for medical image-based diagnosis 

 Recommendation Systems which uses multiview deep 

learning for learning user preferences from multiple 

domains 

IV. CONCLUSION 

With the increasing need to process large amounts of data and 

the complex computations associated with it, machine 

learning is becoming more and more prevalent. While there 

are a number of machine learning algorithms to retrieve and 

process data, deep learning algorithms has gained a lot of 

popularity in the past 15 years. The original goal of the neural 

networks was to solve problems in the same way a human 

brain would. With time, this focus shifted to achieving mental 

abilities and adjusting the network accordingly. Deep 

learning techniques have been put into practice by huge 

corporations like Google and Facebook. One important 

milestone of deep learning and machine learning approaches 

was met in 2016 when Google DeepMind’s algorithm 

AlphaGo mastered the art of complex board game Go and 

defeated the professional Go player Lee Sedol. We studied 

the different machine learning approaches starting with 

neural networks to deep learning and the different avenues to 

optimize the deep architectures in order to try to mimic the 

human brain. 
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