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Abstract— Information retrieval is a process of retrieving 

the documents to satisfy the user's need for information. The 

user's information need is represented by a query, the 

retrieval decision is made by comparing the terms of the 

query with the terms in the document itself or by estimating 

the degree of relevance that the document has to the query. 

Words in a document may have many morphological 

variants. These morphological variants of words have 

similar semantic interpretations and can be considered as 

equivalent for the purpose of IR applications. For this 

reason, a number of so-called Stemming Algorithms, which 

reduces the word to its stem or root form have been 

developed. Thus, the key terms of a query or document are 

represented by stems rather than by the original words. 

Stemming reduces the size of the index files and also 

improves the retrieval effectiveness. A stemming algorithm 

is a computational procedure which reduces all words with 

the same root (or, if prefixes are left untouched, the same 

stem) to a common form, usually by stripping each word of 

its derivational and inflectional suffixes. This study 

evaluated the performance analysis of the basic three suffix 

removal stemming algorithms in the English language called 

Lovins, Porter and Paice/Husk by Accuracy and strength of 

the algorithm. 
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I. INTRODUCTION 

A. Stemming 

Stemming is the process of conflating the variant forms of a 

word into a common representation, the stem. For example, 

the words: “presentation”, “presented”, “presenting” could 

all be reduced to a common representation “present”. This is 

a widely used procedure in text processing for information 

retrieval (IR) based on the assumption that posing a query 

with the term presenting implies an interest in documents 

containing the words presentation and presented. 

B. Errors in Stemming 

There are mainly two errors in stemming. 

1) over stemming  

2) under stemming  

Over-stemming is when two words with different stems 

are stemmed to the same root. This is also known as a false 

positive.  

Under-stemming is when two words that should be 

stemmed to the same root are not. This is also known as a 

false negative. Paice has proved that light-stemming reduces 

the over-stemming errors but increases the under-stemming 

errors. On the other hand, heavy stemmers reduce the under-

stemming errors while increasing the over-stemming errors 

C. Conflation Methods                                

For achieving stemming we need to conflate a word to its 

various variants. Figure 1.1 shows various conflation 

methods that can be used in the stem. The conflation of 

words or so called stemming can either be done manually by 

using some kind of regular expressions or automatically 

using stemmers. There are four automatic approaches 

namely Affix Removal Method, Successor Variety Method, 

n-gram Method and Table lookup method 

 
Fig. 1.1: Conflation Methods 

 Affix removal algorithms remove affixes or prefixes 

from terms leaving a stem.  

 Successor variety stemmers use the frequencies of letter 

sequences in the text as the basis for stemming. 

 N-gram method conflates the terms based on the 

number of digrams or n-grams they share. Correctness, 

retrieval effectiveness and compression performance 

judge the stemmers. 

D. Types of Stemming Algorithms 

1) Table Look Up Approach 

One method to do stemming is to store a table of all index 

terms and their stems. Terms from the queries and indexes 

could then be stemmed via a lookup table, using b-trees or 

hash tables. Such lookups are very fast, but there are 

problems with this approach. Firstly there is no such data for 

English even if there were they may not be represented 

because they are domain specific and require some other 

stemming methods. The second issue is storage overhead. 

2) Successor Variety 

Successor variety stemmers are based on the structural 

linguistics which determines the word and morpheme 

boundaries based on the distribution of phonemes. 

Successor variety of a string is the number of characters that 

follow it in words in some body of text. For example, 

consider a body of text consisting of following words. 

Able, ape, beatable, finable, read, readable, reading, reads, 

red, rope, ripe. 
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Let’s determine the successor variety for the word 

read. The first letter in read is R. R is followed in the text 

body by 3 characters E, I, O thus the successor variety of R 

is 3. The next successor variety for read is 2 since A, D 

follows RE in the text body and so on. Following table 

shows the complete successor variety for the word read. 

Prefix Successor Variety Letters 

R 3 E,I,O 

RE 2 A,D 

REA 1 D 

READ 3 A,I,S 

Table 1: Successor variety for word read 

Once the successor variety for a given word is 

determined then this information is used to segment the 

word. Hafer and Weiss discussed for ways of doing this. 

1) Cut Off Method: Some cutoff value is selected and a 

boundary is identified whenever the cutoff value is 

reached. 

2) Peak and Plateau method: In this method, a segment 

break is made after a character whose successor variety 

exceeds that of the characters immediately preceding 

and following it. 

3) Complete word method: Break is made after a segment 

if a segment is a complete word in the corpus. 

3) N-Gram stemmers 

This method has been designed by Adamson and Boreham. 

It is called as shared digram method. A digram is a pair of 

consecutive letters. This method is called n-gram method 

since trigram or n-grams could be used. In this method, 

association measures are calculated between the pairs of 

terms based on shared unique digram. 

For example: consider two words Stemming and Stemmer 

Stemming  st te em mm mi in ng 

Stemmer   tee m mm me er 

In this example the word stemming has 7 unique 

digrams , stemmer has 6 unique digrams, these two words 

share 5 unique digrams st, te, em, mm ,me. Once the number 

of unique digrams is found then a similarity measure based 

on the unique digrams is calculated using dice coefficient. 

Dice coefficient is defined as 

S=2C/(A+B) 

Where C is the common unique digrams, A is the 

number of unique digrams in the first word; B is the number 

of unique digrams in the second word. Similarity measures 

are determined for all pairs of terms in the database, forming 

a similarity matrix, once such a similarity matrix is 

available, terms are clustered using a single link clustering 

method. 

4) Affix Removal Stemmers 

Affix removal stemmers remove the suffixes or prefixes 

form the terms leaving the stem. One of the examples of the 

affix removal stemmer is one which removes the plurals 

form the terms. Some set of rules for such a stemmer are as 

follows (Harman) 

1) If a word ends in “ies” but not ”eies” or ”aies ” Then 

“ies” -> “y” 

2) If a word ends in “es” but not “aes”, or “ees” or “oes” 

Then “es” -> “e” 

3) If a word ends in “s” but not “us” or  “ss ” Then “s” -> 

“NULL” 

Stemmers which are currently in use are iterative 

longest match stemmers these are kind of affix removal 

stemmers developed by Lovins. In addition to Lovins 

iterative longest match stemmers have also been given by 

Salton, Dawson, Porter, and Paice. 

The following sections will describe the various 

stemming algorithms that have been developed since the 

publication of the first algorithm in 1968. 

II. STEMMING ALGORITHM IN THE ENGLISH LANGUAGE 

A. Lovins: 

The Lovins stemming algorithm was first presented in 1968 

by Julie Beth Lovins. It is a single pass, context sensitive 

stemmer, which removes endings based on the longest-

match principle. The stemmer was the first to be published 

and was extremely well developed considering the date of 

its release and has been the main influence on a large 

amount of the future work in the area [W2] The algorithm 

has been criticized for being designed for use in both 

information retrieval systems and linguistics, which has led 

to reasonable results in both areas, but an inability to excel 

in either. It has performed poorly in recent evaluations of 

stemming algorithms constantly falling below the 

performance of the more common Porter and more recent 

Paice/Husk algorithms.  

The stemmer is considered complex for its age and 

utilizes a large list (297) of endings that can be removed and 

also a list of exceptions and recodes. The stemmer utilizes 

this large ending list in an attempt to avoid an iterative 

stemming process, whilst still removing more than one 

order-class of endings. The list contains all common word 

suffices, such as ing and ly, and also valid combinations, 

ingly, of these endings, thus no iterative step is required. The 

endings are sorted firstly by length and then alphabetically 

to improve efficiency. By having the endings sorted by the 

length the first matching ending found will be the longest, 

this negating the need for further searching as the stemmer 

is based on the longest-match principle. The efficiency is 

also improved by ascertaining a start point within the list for 

each word. This start point is determined by the length of 

the word to prevent attempting to match endings to words 

which are shorter than it. 

As mentioned above the stemmer is context-

sensitive and each end is associated with one of a number of 

qualitative contextual restrictions that prevent the removal 

of endings in certain circumstances. The stemmer utilizes a 

number of rules that are designed to cope with the most 

common exceptions. All endings are associated with the 

default exception, that a stem must be at least two letters 

long, which is designed to prevent the production of 

ambiguous stems. Other rules assert one of the following 

conditions on the ending's removal, 

 Increasing the minimum length of a stem following an 

ending's removal. 

 Preventing the removal of endings when certain letters 

are present in the remaining stem. 

 Combinations of the above restrictions.  

When developing the stemmer Lovins described 

the most desirable form of context sensitive rule as one that 

can be generalized to apply in numerous situations. During 

the development of the stemmer it was discovered that few 

examples of such rules could be found. For each end a 

number of special cases exist that cause erroneous stems to 
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be produced, these are often unique to the ending and a 

number of rules would have to be developed that would 

prevent only a small number of errors. This process would 

require large amounts of time and data and would offer 

diminishing improvements in performance over time. For 

this reason, it was decided to deal with the more obvious 

exceptions and to hopefully limit the number of errors that 

remain unaccounted for in the exception list. 

 
Fig. 2.1: Lovins Stemmer 

The flowchart shown above details the complete 

algorithm proposed by Lovins and illustrates the two main 

stages of the algorithm. The stemming phase has been 

discussed above and includes the removal of endings and the 

testing of associated exceptions among other steps. The 

second part of the algorithm is the recoding phase. 

The term spelling exception is used to cover all the 

circumstances in which a stem may be spelled in more than 

one way. The majority of these exceptions that occur in 

English are due to “Latinate derivations”, such as matrix and 

matrices. Other types of exceptions occur that can be 

attributed to differences in British and American spellings, 

such as analyzed and analyzed, or to basic inflection rules 

that cause the doubling of certain consonants when a suffix 

is added. 

Two ways are proposed by Lovins to deal with this 

problem which is called recoding and partial matching. She 

defines them as follows, 

“Recoding occurs immediately following the 

removal of an ending and makes such changes at the end of 

the resultant stem as are necessary to allow the ultimate 

matching of varying stems” 

“Partial matching operates on the output from the 

stemming routine at the point where the stems derived from 

catalogue terms are being searched for matches. All 'partial' 

matches, within certain limits, are retrieved rather than just 

all 'perfect' matches”  

From the quotes, it can be seen that the main 

difference between the two techniques for dealing with 

spelling exceptions is that recoding can be considered part 

of the stemming algorithm whereas partial matching cannot. 

The relevant merits and problems associated with both 

methods are discussed in and it was decided that recoding 

would be used as the knowledge available during the 

development of the stemmer allowed Lovins to argue that 

although partial-matching is likely to lead to a correct 

matches, it was felt these benefits would not be sufficient to 

merit the increased complexity, and subsequent loss of 

efficiency, the partial-matching technique causes. For these 

reasons, recoding is used within the Lovins stemmer via a 

series of steps illustrated in above figure 2.1. 

B. Porter: 

The Porter stemmer was first presented in 1980 and was 

developed by Martin Porter at the University of Cambridge. 

The stemmer is a context sensitive suffix removal algorithm. 

It is the most widely used of all the stemmers and 

implementations in many languages are available. 

The stemmer is divided into a number of linear 

steps, five or six depending on the definition of a step, that 

is used to produce the final stem. The following section will 

describe each step, in turn, combined with a diagram 

displaying all the key steps of the algorithm. However, a 

number of definitions regarding the stemmer need to be 

made before the steps can be explained.  

A consonant is a letter other than A, E, I, O, U and 

Y preceded by a consonant. For example the in the word boy 

the consonants are B and Y, but in try they are T and R. A 

vowel is any letter that is not a consonant. A list of 

consonants greater than or equal to length one will be 

denoted by a C and a similar list of vowels by a V.  

Any word can, therefore, be represented by the 

single form; 

[C] (VC)m [V] 

Where the superscript m denotes m repetitions of 

VC and the square brackets [] denote the optional presence 

of their contents [19] The value m is called the measure of a 

word and can take any value greater than or equal to zero, 

and is used to decide whether a given suffix should be 

removed. All such rules are of the form; 

(condition) S1 → S2 

Which means that the suffix S1 is replaced by S2 if 

the remaining letters of S1 will satisfy the condition. 

The first step of the algorithm is designed to deal 

with past participles and plurals. This step is the most 

complex and is separated into three parts in the original 

definition, 1a, 1b, and 1c. The first part deals with plurals, 

for example, sses → ss and removal of s. The second part 

removes ed and ing or performs eed → ee where 

appropriate. The second part continues only if ed or ing is 

removed and transforms the remaining stem to ensure that 

certainly suffices are recognised later. The third part simply 

transforms a terminal y to an i, this part is inserted as step 2 

in figure 2.2. 

The remaining steps are relatively straightforward 

and contain rules to deal with different order classes of 

suffices, initially transforming double suffices to a single 

suffix and then removing suffices providing the relevant 

conditions are met.  

The following diagram illustrates the six steps of 

the Porter algorithm 
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Fig. 2.2: Porter Stemmer 

C. Paice/Husk: 

The Paice/Husk stemmer was first published in 1990 and 

was developed by Chris Paice with the assistance of Gareth 

Husk. The stemmer is a conflation based iterative stemmer. 

The stemmer, although remaining efficient and easily 

implemented, is known to be very strong and aggressive. 

The stemmer utilizes a single table of rules, each of 

which may specify the removal or replacement of an ending. 

This technique of replacement is used to avoid the problem 

spelling exceptions as described earlier, by replacing 

endings rather than simply removing them the stemmer 

manages to do without a separate stage in the stemming 

process, i.e. no recoding or partial matching is required. This 

helps to maintain the efficiency of the algorithm, whilst still 

being effective. 

The rules are indexed by the last letter of the 

ending to allow efficient searching and are of the following 

form as described  

 An ending of one or more characters, held in reverse 

order 

 An optional intact flag '*' 

 A digit specifying the removal total (zero or more) 

 An optional append string of one or more characters 

 A continuation symbol, '>' or '.' 

The following example demonstrates how the rules 

are stored and used and how replacement can be used to 

negate the need for recoding. The rule nois4j> causes sion 

endings to be replaced by j. This acts as a pointer to the j 

section of the rules, leading to the following transformation 

provision → provij → provid 

The j-transformation is utilised to ensure that the 

terms provision and provide are correctly conflated to the 

stem provid.  

The algorithm has four main steps detailed below, 

as presented  

1) Select relevant section; 

Inspect the final letter of the term and, if present, consider 

the first rule of the relevant section of the rule table. 

2) Check applicability of rule; 

If final letters of term do not match rule, or intact settings 

are violated or acceptability conditions are not satisfied to 

go to stage 4. 

3) Apply Rule; 

Remove or reform ending as required and then check 

termination symbol, and either terminate or return to stage 1. 

4) Look for another rule; 

Move to the next rule in the table, if the section letter has 

changed then terminate, else go to stage 2. 

The following diagram presents the steps and 

decisions that are made during the Paice/Husk stemmer. 

 
Fig. 2.3: Paice/Husk Stemmer 

III. EVALUATION OF STEMMING ALGORITHM FOR THE 

ENGLISH LANGUAGE 

To evaluate the English stemming algorithms, the following 

two parameters are too essential. They are, 

1) Accuracy of the Stemming algorithm 

2) Strength or Performance of the Stemming Algorithm 

A. Accuracy of the Stemming algorithm 

It is based on the Number of Words Stemmed correctly 

given by the Stemming algorithms and number of unique 

words in the given datasets. Accuracy is calculated by the 

below formula, 

Accuracy = Number of Correctly Stemmed words / Number 

of Unique words*10 
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B. Strength or Performance of the Stemming Algorithm 

To evaluate Strength or Performance of the Stemming 

algorithm for both languages, I used the following five 

Parameters or Metrics as follows, 

1) The mean number of words per conflation class 

This is the average number of words that correspond to the 

same stem for a corpus. For example, if the words 

"engineer," "engineered," and "engineering" are stemmed to 

"engineer," Then this conflation class size is three. Stronger 

stemmers will tend to have more words per conflation class. 

If the conflation of 1,000 different words resulted in 250 

distinct stems, then the mean number of words per 

conflation class would be 4. 

This metric is obviously dependent on the number 

of words processed, but for a word collection of given size, 

a higher value indicates a heavier stemmer. The value is 

easily calculated as follows:  

MWC=N/S 

    Where MWC is Mean number of words per conflation 

class  

                N is Number of unique words before Stemming  

                S is Number of unique stems after Stemming  

2) Index compression factor 

The index compression factor is the fractional reduction in 

index size achieved through stemming. For example, a 

corpus with 50,000 words (n) and 40,000 stems (s), would 

have an index compression factor of 20%. Stronger 

stemmers will tend to have larger index compression factors. 

This can be calculated by, 

ICF=(N-S)\N 

Where ICF is Index Compression factor 

            N is Number of unique words before Stemming  

            S is Number of unique stems after Stemming  

3) The number of words and stems that differ 

Stemmers often leave words unchanged. For example, a 

stemmer might not alter "engineer" because it is already a 

root word. Stronger stemmers will change words more often 

than weaker stemmers. 

4) The mean number of characters removed in forming 

stems 

There are various metrics which use the principle that strong 

stemmers remove more characters from words than weaker 

stemmers. One way is to compute the average number of 

letters removed when a stemmer is applied to a text 

collection. Thus, suppose that the nine words "react", 

"reacts", "reacting", "reacted", "reaction", "reactions", 

"reactive", "reactivity" and "reactivities" are all reduced to 

"react"; the numbers of characters removed are then 0, 1, 3, 

2, 3, 4, 3, 5 and 7, respectively. This gives a mean removal 

rate of 28/9 = 3.11. 

5) Hamming Distance  

The Hamming Distance takes two strings of equal length 

and counts the number of corresponding positions where the 

characters are different. If the strings are of different 

lengths, we can use the Modified Hamming Distance, MHD. 

Thus, suppose the string lengths are P and Q, where P<Q, 

we use the formula 

MHD = HD(1,P) + (Q-P) 

where HD(1, P) is the Hamming Distance for the 

first P characters of both strings. Applying this to a 

stemmer, suppose that the word "parties" is converted to 

"party". In this case, P=5 and Q=7, so that HD(1,P) = 1 by 

comparing "parti" with "party", and (Q-P) = 2, giving MHD 

= 3. Clearly, we can compute the average MHD value for 

every word in the original sample. 

IV. EXPERIMENTAL RESULTS 

A. Data Set 

Here I used the Moby Common Dictionary Dataset, 

consisting of 74,550 words appearing in 20 documents.  

Using basic Preprocessing steps like Tokenization and Stop 

word removal, we eliminate the common or meaningless 

words, abbreviations, hyphenated terms etc. Finally, the 

resulting word list is 49,656 common English words with an 

average length of 8.07 letters 

1) Accuracy of the English Stemming Algorithm 

The accuracy is a parameter; it is used to evaluate the 

efficiency of the English stemming algorithm. The accuracy 

is defined based on a number of words stemmed correctly. 

The below tables shows the computational results of the 

three Affix Stripping algorithm 

Dataset 

Numb

er of 

Words 

Numb

er of  

Uniqu

e 

Words 

Numbe

r of 

Correct

ly 

Stemm

ed 

Word 

by 

Porter 

algorith

m 

Numbe

r of 

Correct

ly 

Stemm

ed 

Word 

by 

Lovins 

algorith

m 

Number 

of 

Correctl

y 

Stemme

d Word 

by 

Paice\hu

sk  

algorith

m 

Publishe

d 

Dictiona

ry 

12,31

7 
5,806 4715 4765 4830 

4,862 1,918 1503 1557 1564 

8,413 3,042 2449 2446 2503 

4,018 1,431 1106 1136 1192 

Unix 

Spelling 

Dictiona

ry 

2,431 863 689 673 691 

8,812 3,324 2665 2726 2713 

5,764 2,107 1736 1741 1749 

3,039 1,009 803 824 818 

Table 4.1: Test data of English Stemming Algorithm 

In the above table, the number of unique words in the 

Published Dictionary is 12,197 and the number of unique 

words in the Unix Spelling Dictionary is 7,303.  

The number of the correctly stemmed word by the 

Porter algorithm in Published Dictionary is 9,773 similarly 

number of the correctly stemmed word by the Porter 

algorithm in Unix Spelling Dictionary is 5,893. 

The number of the correctly stemmed word by the 

Lovins algorithm in Published Dictionary is 9,904 similarly 

number of the correctly stemmed word by the Lovins 

algorithm in Unix Spelling Dictionary is 5,964. 

The number of the correctly stemmed word by the 

Paice\Husk algorithm in Published Dictionary is 10,089 

similarly number of the correctly stemmed word by the 

Porter algorithm in Unix Spelling Dictionary is 5971. 

Using this data, we get the Average Accuracy 

result of the English Stemming Algorithm in the below table 

4.2 and Figure 4.1 

Dataset 
Accuracy 

Porter Lovins Paice\Husk 

Published Dictionary 80.13% 81.2% 82.72% 



Performance Analysis: Stemming Algorithm for the English Language 

 (IJSRD/Vol. 5/Issue 05/2017/463) 

 

 All rights reserved by www.ijsrd.com 1938 

Unix Spelling Dictionary 80.7% 81.67% 81.76% 

Average 80.41% 81.44% 82.24% 

Table 4.2: Average Accuracy Result of the English 

Stemming Algorithm 

 
Fig. 4.1: Average Accuracy Result of the English Stemming 

Algorithm 

B. Strength or Performance of the English Stemming 

Algorithm 

In this section, we analyze the strengths of the three Affix 

Removal Stemmers. We looked at the five measures of 

stemmer strength described above; the results are displayed 

in the below table 4.3 and figure 4.2 

 

Stem

mer 

Mea

n 

Modi

fied 

Ham

ming 

Dista

nce 

Medi

an 

Modi

fied 

Ham

ming 

Dista

nce 

Mean 

Char

acters 

Rem

oved 

 

Compr

ession 

Factor 

 

Mean 

Confl

ation 

Class 

Size 

 

Word 

and 

Stem 

Differe

nt 

Porter 1.16 1 1.08 0.17 1.20 
27897(

56.2%) 

Lovin

s 
1.72 1 1.67 0.29 1.42 

34437 

(69.4%

) 

Paice\

Husk 
1.98 2 1.94 0.33 1.49 

34533 

(69.5%

) 

Table 4.3: Performance of the English Stemming Algorithm 

 
Fig. 4.2: Performance of the English Stemming Algorithm 

V. CONCLUSION 

By the evaluation of the accuracy of the English Affix 

Stripping Stemming Algorithm, Porter Stemming Algorithm 

provides 80.41% of the accuracy, Lovins Stemming 

Algorithm provides 81.44% of the accuracy and Paice\Husk 

shows the 82.24% of accuracy in the Moby Common 

Dictionary Dataset which having 74,450 English words. In 

the Strength or Performance side, Paice\Husk changes more 

words into their stems than other two stemming algorithms 

with high Mean characters removed, Compression factor 

and Mean Conflation Class size. Based on these measures, 

we found that Paice is the strongest stemmer, with Lovins 

somewhat weaker but still quite strong. Porter is 

considerably weaker than both Paice and Lovins 
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