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Abstract— Database is an organized collection of data on 

which (business) decisions are made. The concept of database 

came into existence in the era of 1960s. Flat file databases 

were the very first database management systems not usually 

accessed like this since they belong with offline entities and 

form the machinery of operating systems and local devices. 

Also, there are no transactions in a flat file database, so it is 

limited in what it can actually do as a database entity. So a 

flat file database is disadvantageous to a network user, who 

is accessing a multi-access, multi-tasking relational online 

database which can be viewed from many different aspects. 

RDBMS the another generation are widely used in most of 

applications, these supports tabular structure for the data e.g. 

MS SQL Server, Oracle, MYSQL etc. But these handle 

limited set of data i.e. it isn’t scalable, so for handling real 

time huge volume of data like internet was not more efficient 

for RDBMS. It is also difficult to create redundancy and 

parallelism with RDBMS, so they become single point of 

failure. To overcome these problems new generation of data 

storage models i.e. NoSQL Databases came into existence, 

these are faster and better than RDBMS. The paper covers the 

background, axiomatics, taxonomy, applications, pros and 

cons of the NoSQL databases.  
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I. INTRODUCTION 

A database is an organized collection of data on which 

(business) decisions are made. A DBMS is a computer system 

that manages the database, i.e. it provides an interface 

between the user and the actual database stored.  

The concept of database came into existence in the 

era of 1960s.The first generation of database systems were 

the flat file databases are not usually accessed like this since 

they belong with offline entities and form the machinery of 

operating systems and local devices. Also, there are no 

transactions in a flat file database, so it is limited in what it 

can actually do as a database entity. So a flat file database is 

disadvantageous to a network user, who is accessing a multi-

access, multi-tasking relational online database which can be 

viewed from many different aspects. 

The next giant leap was the relational databases (RDBMS). 

These are widely used in most of applications, these supports 

tabular structure for the data e.g. MS SQL Server, Oracle, 

MYSQL etc.  

But these handle limited set of data i.e. it isn’t 

scalable, so for handling real time huge volume of data like 

internet was not more efficient for RDBMS. It’s also difficult 

to create redundancy and parallelism with RDBMS, so they 

become single point of failure.  

To overcome these problems new generation of data 

storage models i.e. NOSQL came into existence, these are 

faster than RDBMS. NoSQL stands for Not Only SQL. [5] It 

is pronounced as noseequel. [5] It is one of the types of data 

storage other than databases (that were used earlier) that is 

used to store huge amount of data storage like data in 

Facebook (which keeps on increasing day by day). [5] 

NoSQL is a non-relational database management system 

(sometimes called as derived from relational database), fast 

information retrieval database and is portable. [5] NoSQL 

databases are those databases that are non-relational, open 

source, distributed in nature as well as it is having high 

performance in a linear way that is horizontally scalable. [5] 

Non-relational database does not organize its data in related 

tables (i.e. data is stored in a non-normalized way). [5] 

NoSQL databases are open source; therefore, everyone can 

look into its code freely, update it according to his needs and 

compile it. [5] Distributed means data is spread to different 

machines and is managed by different machines so here it 

uses the concept of data replication. [5] NoSQL may be 

symbolically represented as shown in Figure 1. [5] 

 
Fig. 1: Symbolic representation of NoSQL [5] 

Figure 1. states the querying to database without any 

interaction or interface of SQL language. [5] The tilted line 

in the figure shows database usage without using SQL 

(Structured Query Language). [5] So, to access these 

databases we can use some other formats like XML to store 

and retrieve information from the database. [5]  

With the advent of social networking sites like 

Facebook and twitter, the demand of new technology that can 

handle huge amounts of data has lead the emergence of 

various new technologies and one of the prominent is NoSQL 

which is quite helpful in data warehousing. [5] NoSQL (non-

relational) is comparatively faster than relational databases. 

[5]  

Previously, in SQL, we were using Query language 

to fetch as well as to store data; for NoSQL we store large 

data entities using documents in XML (eXtensible Markup 

Language) formats. [5] XML language is basically used to 

store structured data in a human readable form. [5] 
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Query 
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and 
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[2] 
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y and 

integrity 

problems 

[2] 

Expensive 
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in 
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data [2] 

Security is a 

concern (no 

encryption), 
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query 
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Too many 

varied 
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thus no 
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Examples MsDOS 

Oracle, 

Postgres, 

MySQL, 

Microsoft 

SQL Server 

Voldemort, 

MongoDB, 

Cassandra, 

RDF 

Table 1: Comparison Between Database Management 

Systems 

The outline of the paper is as follows. Section 2 

discusses the axiomatic of NoSQL databases. Section 3 

describes itstaxonomy. Section 4 throws light on the NoSQL 

applications. Section 5 and 6 briefs about the pros and cons 

of the new generation of data storage models.Finally, the 

conclusions determined winds the entire paper in Section 7. 

II. AXIOMATICS OF NOSQL 

A. ACID Free: 

The idea of ACID was first coined in the 1970s by Jim Gray. 

[5] It is a concept that all databases sought to achieve as a 

way to assure reliability in database systems. [5] A 

transaction is a transformation of state which has the 

properties of atomicity (all or nothing), durability (effects 

survive failures) and consistency (a correct transformation). 

[5] The transaction concept emerges with the following 

properties:  

 Atomicity - A database transaction is treated as a single 

unit such that all of the operations in the transaction will 

complete, or none will. [5] This property is referred to as 

"all or nothing" approach to execution. [5] If one element 

of the transaction fails, the entire transaction is rolled 

back. [5]  

 Consistency - This property ensures that there is no 

violation of integrity thus any transaction will transform 

the database state from one valid state to another. [5] The 

transaction must adhere to rules predefined in the system 

at every instance. [5] If at one instance, a transaction that 

violates the rules is executed, the transaction is rolled 

back and the database is returned to the previous valid 

state. [5] This property entails that there can never be any 

partially-completed transactions. [5] The database will 

be in a consistent state when the transaction begins and 

ends. [5] This property ensures that any transaction will 

bring the database from one valid state to another. [5] In 

high availability environment this rule must be satisfied 

for all nodes in a cluster. [5]  

 Isolation - Every transaction’s execution is independent 

of another and thus will behave as if it is the only 

operation being performed upon the database. [5] Each 

transaction has to execute in a “black box” and thus 

should be transparent to any other concurrent 

transaction. [5] No transaction should ever see the 

intermediate product of another transaction until it is 

completed. [5]  

 Durability - After a transaction is committed, the effects 

thereof are permanent. [5] Any subsequent disturbances 

or system failure will not result in a change in the current 

database state. [5]  

At every given database operation, all the data 

undergoes checks to make sure they adhere to constraints 

imposed by ACID properties. [5] This has worked well for 

over three decades in normalized, small data environments 

with less concurrent users in the relational database age. [5] 

However with new trends in technology and burgeoning 

internet usage, characterized by Big Data, large number of 

users and unstructured data in distributed environments 

which has called for NoSQL databases to cater for the sudden 

increase in data, invoke a move from ACID properties to 

CAP. [5] 

B. CAP: 

In the year 2000 Dr Eric Brewer at the ACM Symposium on 

the Principles of Distributed Computing proposed the CAP 

theorem. [2] The CAP theorem stated that three essential 
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components namely Consistency, Availability and Partition 

Tolerance were crucial for the successful design, 

implementation and deployment of applications in distributed 

computing. [2]  

 Consistency - Just as in ACID, Consistency is the 

property that ensures that all users get the same view of 

the database at any instance. [2] This enforces adherence 

to the rules defined in the database. [2] 

 Availability - Is the property of a database which 

guarantees that database users always get access to the 

same version of the database at any point in time. [2]  

 Partition Tolerance - This property means database can 

be split over a number of servers such that failure of a 

single part of the system does not cripple the whole 

system. [2] The system should be able to operate 

regardless of undesirable circumstances. [2]  

CAP in itself offers a bit of relaxation from the 

strictness of ACID which may be a bottleneck in some 

situations (Big Data). [2] 

CAP which is widely adopted as a principle behind 

the building of distributed systems offers three desirable 

properties: consistency, availability, and partition tolerance 

where only two can be chosen and used thereof in these 

systems. [2]  

Since one can only choose amongst the three 

properties, these combinations results in three types of 

distributed systems: CA (consistent and available, but not 

tolerant of partitions), CP (consistent and tolerant of network 

partions, but not available) and AP (available and tolerant of 

network partitions, but not consistent). [2] CP gives an 

impression that the system is never available making it a 

useless system of which it is not the actual case. [2] In using 

CP, availability is only sacrificed when there is a network 

partition, meaning that the roles of A and C in CAP becomes 

asymmetric in practice. [2] It can be seen in this case that the 

issue of A and C being asymmetric causes a problem. [2]  

It is very difficult to give the practical differences 

between CA systems and CP systems. [2] CP systems give up 

availability only when there is a network partition. [2]CA 

systems are not tolerant of network partitions meaning they 

lose availability when there is network partition, making CA 

and CP identical. [2] This reduces the number of systems to 

two CP/CA and AP. [2] 

The lack of latency consideration in CAP is also a 

cause for concern as to whether the properties trade off can 

result in the desired distributed system. [2]  

If we consider that CAP derived the important 

properties of Availability and Consistency from ACID then it 

means losing either one of these would not be desirable. [2] 

BASE however takes a more encompassing stance by 

incorporating both to some extend at any given time. [2] It 

takes into cognisance the fact that if a network partition 

occurs there may be partial failures but not complete system 

failure thus data will still be available amid little delays. [2] 

BASE stands out as a more robust technique in a NoSQL 

database than CAP. [2] Dwelling on CAP as a tool for the 

design of modern scalable databases system might pose a 

number of problems. [2] 

C. BASE: 

The fundamentals that have guided data management during 

the past 40 years were based on the transaction model that 

embraced the ACID principle now viewed as inflexible and 

too stringent in the light of unstructured data, frequent 

updates and access to huge amounts of information stored 

across several data stores. [2] ACID model works well with 

relational databases. [2] However, does not fare well in very 

large distributed systems in which availability and 

performance are of paramount importance. [2] A more 

flexible model known as BASE was introduced in line with 

the move towards NoSQL databases as a way to counter the 

challenges posed by the ACID model. [2] The ACID model 

falls short in situations characterized by Big Data of 

unstructured nature and Big Users. [2] In this regard BASE 

becomes a more effective model where ACID may be a 

hindrance to database operation. [2] The acronym BASE 

represents: 

 Basically Available - This property ensures that the 

database is essentially accessible even when a part of the 

system fails. [2] This is realized by means of a technique 

known as sharding or partitioning of data across several 

servers. [2] Data may be replicated across the servers. [2] 

This results in high availability of the data regardless of 

possible failures. [2] 

 Soft State - This is the property which enables 

transactions to proceed even though updates may take 

time to propagate to all data stores owing to system 

disturbances or failure. [2] Inconsistencies are tolerated 

to a certain extend but the end result will be eventual 

consistency. [2] Consistency control is relegated to the 

application layer as opposed to the database layer as in 

ACID. [2] A refresh will result in update of data 

otherwise the data becomes stale. [2] 

 Eventually Consistent - BASE relaxes the requirement of 

strict consistency at the end of every operation and only 

guarantees that the data stores will come to a consistent 

state at a later stage. [2]  

III. CLASSIFICATION OF NOSQL 

The data model of the database determines the logical 

organization of the data. Its query model specifies how to 

retrieve and update the data. The currently available NoSQL 

databases can be classified into the column storage-oriented 

type, the key/value storage type, the document storage-

oriented type and the graphic storage type. 

A. Key Value Database: 

Typically, these DMS store items as alpha-numeric 

identifiers (keys) and associated values in simple, standalone 

tables (referred to as ―hash tables). [2] The values may be 

simple text strings or more complex lists and sets. [2] Data 

searches can usually only be performed against keys, not 

values, and are limited to exact matches. [2] 

Key Value Databases are also known as Tulip Store. 

[2] It is combination of two things i.e. Key and Value. [2] 

Key is a unique identifier and Value is a kind of data that is 

pointed by a key. [2] 

These are used when data is Briskly Changing and 

High Availability is required. e.g. Stoke Quotes and Prices. 

Popular Databases Berkeley DB, Tokyo Tyrant uses this 

approach.  
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Fig. 2: Key Value Database Example [2] 

B. Document Stores Database: 

These use records as Documents. [2] It stores data in 

unstructured (i.e. text) or semi structured (i.e. XML) 

documents usually hierarchical in nature. [2] It uses hashing 

technique and is free in nature. [2] Documents are addressed 

in database using unique key. Key value look up is used to 

retrieve a document. [2] 

These are used when data changes occasionally.e.g. 

CRM Systems. Popular Databases Mongo DB, Couch DB 

etc. uses this approach.  

 
Fig. 3: Document Stores Database Example [1] 

C. Column Families Database: 

Column Families Databases are also known as Wide Column 

Stores. [2] These are light scattered, multi dimensional sorted 

map. [2] Indexing of map is done by row key, column key 

and a timestamp. [2] These stores structured data, and have 

no size constraint. [2] 

These are used in Read/Write Intensive 

Applications. e.g. Social Networking. Popular Databases 

Hbase, Cassandra etc. uses this approach. 

 
Fig. 4: Column Families Database Example [2] 

D. Graph Database: 

Data is stored into form of Vertices and Edges in Graph 

Databases. [2] These works on three core abstraction i.e. 

Vertex, Edge, and a Key value pair. [2] 

These are used in Spatial Data Storage. e.g. 

Geographical Information System. Popular Databases Neo4j, 

Big Data etc. uses this approach. 

 
Fig. 5: Graph Database Example [1] 
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Table 2: Classification of NoSQL 

IV. APPLICATIONS OF NOSQL 

 LinkedIn (uses Voldemort, a Key Value Database) 

LinkedIn is a business and employment-oriented 

social networking service that operates via websites and 

mobile apps. It is mainly used for professional networking, 

including employers posting jobs and job seekers posting 

their CVs. 
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LinkedIn developed database called Voldemort is 

based on Dynamo model. This is an example of a key value 

database.  

 UIDAI(uses MongoDB, a Document Stores Database) 

The Unique Identification Authority of India 

(UIDAI) is a statutory authority established under the 

provisions of the Aadhaar by the Government of India, under 

the Ministry of Electronics and Information Technology. 

UIDAI was created with the objective to issue Unique 

Identification numbers (UID), named as "Aadhaar", to all 

residents of India that is firstly robust enough to eliminate 

duplicate and fake identities, and also can be verified and 

authenticated in an easy, cost-effective way.  

UIDAI uses database called MongoDB. It is a high 

performance and efficient database. It provides features like 

consistency fault tolerance, persistence. This is an example of 

a document stores database. 

 Facebook (uses Cassandra, a Column Families 

Database) 

Facebook is a social networking service and 

website. Facebook has over one billion active users. Users 

may make a personal profile, add other users as friends, and 

send messages. Facebook users must register before using the 

site. Users may join user groups. These groups can be for a 

workplace, school or college, or other interest.  

Cassandra is highly scalable second-generation 

distributed column families database. Cassandra was open 

sourced by Facebook and is currently being developed as an 

Apache Incubator project. The system offers a fault tolerant, 

high availability, decentralized store for data which can be 

scaled up by adding hardware nodes to the system. Cassandra 

implements an "eventually consistent" model which trades-

off consistency of data stores in the system for availability. 

Data is automatically replicated to multiple nodes for fault-

tolerance. Replication across multiple data centers is 

supported. Failed nodes can be replaced with no downtime. 

Cassandra is in use at Rackspace, Digg, Facebook, Twitter, 

Cisco, Mahalo, Ooyala, and more companies that have large, 

active data sets. The largest production cluster has over 100 

TB of data in over 150 machines. 

 VIVO (uses RDF, a Graph Database) 

VIVO is member-supported, open source software 

and an ontology for representing scholarship.  VIVO 

supports recording, editing, searching, browsing, and 

visualizing scholarly activity. VIVO encourages showcasing 

the scholarly record, research discovery, expert finding, 

network analysis, and assessment of research impact.  VIVO 

is easily extended to support additional domains of scholarly 

activity. When installed and populated with researcher 

interests, activities, and accomplishments by an institution, 

VIVO enables the discovery of research and scholarship 

across disciplines at that institution and beyond. VIVO 

supports browsing and a search function which returns 

faceted results for rapid retrieval of desired information. 

Content in a VIVO installation may be maintained 

manually, brought into VIVO in automated ways from local 

systems of record, such as HR, grants, course, and faculty 

activity databases, or from database providers such as 

publication aggregators and funding agencies. 

VIVO uses RDF is based on Semantic Web Mining. 

This is an example of a graph database.  

 

V. BENEFITS OF NOSQL 

 Large Volume - NoSQL stores large volume of data. [5]  

 Distributed Environment - In distributed environment 

(spread data to different machines), we use NoSQL 

without any inconsistency. [5]  

 Partition Tolerant - If any faults or failures exist in any 

machine, then in this there will be no discontinuation of 

any work. [5]  

 Open Source - NoSQL is open source database, i.e. its 

source code is available to everyone and is free to use it 

without any overheads. [5]  

 Variable Schema - NoSQL allows data to store in any 

record that is it is not having any fixed schema. [5]  

 ACID Free - NoSQL does not use concept of ACID 

properties. [5]  

 Scalable - NoSQL is horizontally scalable leading to 

high performance in a linear way. [5]  

VI. CHALLENGES TO NOSQL 

 Overhead and Complexity - NoSQL databases don’t 

work with SQL; they require manual query 

programming, which can be fast for simple tasks but 

time-consuming for others. [3] In addition, complex 

query programming for the databases can be difficult. [3] 

 Reliability - NoSQL databases do not support ACID 

properties which are natively supported by relational 

databases. [3] NoSQL databases thus do not natively 

offer the degree of reliability that ACID provides. [3] If 

users want NOSQL databases to apply ACID restraints 

to a data set, they must perform additional programming. 

[3]  

 Consistency - Because NoSQL databases do not natively 

support ACID transactions, they also could compromise 

consistency, unless manual support is provided. [3] Not 

providing consistency enables better performance and 

scalability but is a problem for certain types of 

applications and transactions, such as those involved in 

banking. [3]  

 Unfamiliarity with the technology - Most organizations 

are unfamiliar with NoSQL databases and thus may not 

feel knowledgeable enough to choose one or even to 

determine that the approach might be better for their 

purposes. [3]  

 Limited Eco structure - Unlike commercial relational 

databases, many open source NoSQL applications do not 

yet come with customer support or management tools. 

[3] 

VII. CONCLUSIONS 

The next generation databases mostly address some of the 

points; these are non relational, distributed, open source, 

partition tolerance, eventually consistent, replication support, 

linearly scalable etc. NoSQL uses CAP and BASE instead of 

ACID properties to maintain consistency and availability in 

distributed environment and is faster than RDBMS. But 

NoSQL is complex; it is tough to assure reliability, maintain 

consistency and to get its support and maintenance. 
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