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Abstract— Amazon Simple Storage Service (S3) offers 

developers and IT industry with guarded, secure, and elastic 

object storage. Amazon S3 is simple to use. It has an easy 

web service interface for storing and retrieving any amount 

of data, at any time, from anywhere on the web. Amazon S3 

provides a range of storage classes, including Amazon S3 

Standard for general purpose storage of data I.e. frequently 

accessed, Amazon S3 Standard- Infrequent Access 

(Standard- IA) for long- lasting, but less frequently accessed 

data, and Amazon Glacier for long term archiving. It allows 

you to unload your full storage infrastructure into the cloud, 

where you can take advantage of Amazon S3’s scalability and 

pay-as-you-go pricing to handle the growing storage 

requirements. You can distribute your content directly from 

Amazon S3 or use Amazon S3 as an origin store for 

delivering content to your Amazon Cloud Front edge 

locations. 
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I. INTRODUCTION 

Amazon Web Services (AWS), a subsidiary of Amazon.com, 

offers a collection of cloud-computing services that make up 

an on-demand computing platform. These services control 

from 16 geographical regions across the world. They include 

Amazon Elastic Compute Cloud, also known as "EC2", and 

Amazon Simple Storage Service, also known as "S3". As of 

2016 AWS has more than 70 services, covering a wide range, 

including compute, storage, networking, database, analytics, 

application services, deployment, management, mobile, 

developer tools and tools for the Internet of things. 

 
Fig. 1: Few services of Amazon 

II. OVERVIEW OF OTHER STORAGE SERVICES PROVIDED BY 

AMAZON 

A. Amazon Elastic File System 

Amazon Elastic File System (Amazon EFS) is a sharable file 

storage service. Amazon EFS is simple to use and offers a 

simple interface that allows you to create and configure file 

systems instantly and easily. 

With Amazon EFS, storage capacity is elastic, 

growing and shrinking accordingly as you add and remove 

files, so your applications have the storage they need, when 

they require it. 

B. AWS Storage Gateway 

AWS Storage Gateway is a service connecting an on-

premises software appliance with cloud -based storage to 

provide flawless and safe integration between an 

organization’s on-premises IT environment and the AWS 

storage infrastructure. The service allows you to safely store 

data in the AWS cloud for scalable and cost-effective storage. 

C. Amazon Glacier 

Amazon Glacier is a secure, durable, and extremely 

reasonable storage service for data archiving and long-

duration backup.  

III. FEATURES OF AMAZON S3 

A. Simple 

Amazon S3 is simple to use with a web-based management 

console and mobile application. 

B. Durable 

Amazon S3 offers durable infrastructure to store important 

data and is designed for durability of 99.999999999% of 

objects. Your data is redundantly stored across multiple 

facilities and multiple devices in each facility. 

C. Scalable 

With Amazon S3, you can store as much data as you want 

and access it when needed. You can stop guessing your future 

storage needs and scale as and when required, dramatically 

enlarging business agility. 

D. Secure 

Amazon S3 supports data transfer over SSL and automatic 

encoding of your data once it is uploaded. You can also 

configure bucket policies to manage object permission and 

manage access to your data using AWS Identity and Access 

Management (IAM). 

E. Low Cost 

Amazon S3 allows you to store large quantity of data at a very 

low cost. Using lifecycle policies, you can set policies to 

automatically migrate your data to Standard - Infrequent 

Access and Amazon Glacier as it ages to further reduce costs. 

F. Simple Data Transfer 

Amazon provides multiple options for cloud data migration, 

and makes it easy and cost-effective for you to move large 

amount of data into or out of Amazon S3. 

IV. ADVANTAGES OF AMAZON S3 

Amazon S3 is intentionally built with a minimal feature set 

that focuses on simplicity and robustness. Following are some 

of advantages of the Amazon S3 service: 

https://en.wikipedia.org/wiki/Amazon.com
https://en.wikipedia.org/wiki/Cloud-computing
https://en.wikipedia.org/wiki/Software_as_a_service
https://en.wikipedia.org/wiki/Computing_platform
https://en.wikipedia.org/wiki/Amazon_Elastic_Compute_Cloud
https://en.wikipedia.org/wiki/Amazon_Simple_Storage_Service
https://en.wikipedia.org/wiki/Internet_of_Things
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 Create Buckets – Create and name a bucket that stores 

information. Buckets are the container in Amazon S3 for 

data storage. 

 Store data in Buckets – Store any limitless amount of 

data in a bucket. Upload as many objects as you like into 

an Amazon S3 bucket. Each object can contain up to 5 

TB of data. Each object is stored and retrieved using a 

unique developer-assigned key. 

 Download data – Download your data or enable others to 

do so. Download your information any time you like or 

allow others to do the same. 

 Permissions – Grant or reject access to others who want 

to upload or download data into your Amazon S3 bucket. 

Grant upload and download permissions to three types of 

users. Authentication mechanisms can help keep data 

secure from unauthorized access. 

 Standard interfaces – Use standards-based REST and 

SOAP interfaces designed to work with any Internet-

development toolkit. 

V. AMAZON S3 CONCEPTS 

A. Buckets 

 
Fig. 2: Buckets 

 
Fig. 3: Creating a new bucket 

Amazon S3 is cloud storage for the Internet. To upload your 

information (photos, videos, documents etc.), you first create 

a bucket in one of the AWS Regions. You can then upload 

any number of objects to the bucket. 

In terms of application, buckets and objects are 

resources, and Amazon S3 provides APIs for you to manage 

them. For example, you can create a bucket and upload files 

using the Amazon S3 API. You can also use the Amazon S3 

console to perform these processes. The console internally 

uses the Amazon S3 APIs to send requests to Amazon S3.  

Amazon S3 bucket names are globally unique, 

unconcerned of the AWS Region in which you create the 

bucket. You name the bucket at the time create the bucket. 

Amazon S3 creates buckets in a region you specify. 

1) Bucket Restrictions and Limitations 

A bucket is owned by the AWS account that creates it. By 

default, you can create at the max 100 buckets in each of the 

AWS accounts. If you need additional buckets, you can raise 

your bucket limit by submitting a service limit increase. For 

information about how to increase your bucket limit, go to 

AWS Service Limits in the AWS General Reference.  

Bucket ownership is nontransferable; however, if a 

bucket is empty, you can delete it. After a bucket is deleted, 

the name becomes available to reuse, but the name might not 

be available for you to reuse for various reasons. For 

example, some other account can create a bucket with that 

name. However, that it might take some time before the name 

can be reused. So if you want to use the same bucket name, 

don't delete the bucket. 

There is no limit to the number of data that can be 

stored in a bucket and no difference in performance whether 

you use many buckets or just a few. You can store all of your 

objects in a single bucket, or you can organize them across 

several buckets. 

You cannot create a bucket within another bucket. 

The high-availability engineering of Amazon S3 is 

focused on get, put, list, and delete operations. Because 

bucket operations work against a centralized, global resource 

space, it is not correct to create or delete buckets on the high-

availability code path of your application. It is better to create 

or delete buckets in a separate initialization or setup routine 

that you run less often.  

Some of the rules for naming a bucket. 

Bucket names must be at least 3 and not more than 

63 characters long. Bucket names must be a series of one or 

more labels. Adjoining labels are separated by a single period 

(.). Bucket names can contain lowercase letters, numbers, and 

hyphens. Each label must start and end with a lowercase letter 

or a number. 

Bucket names must not be formatted as an IP 

address (e.g., 192.168.5.4). 

The following examples are valid bucket names: 

 Myawsbucket 

 my.aws.bucket 

 myawsbucket.1 

The following examples are invalid bucket names: 

 .myawsbucket--Bucket name cannot commence with a 

period (.). 

 myawsbucket.--Bucket name cannot end with a period 

(.). 

 my..examplebucket--There can be only one period 

between labels. 

http://docs.aws.amazon.com/general/latest/gr/aws_service_limits.html
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B. Objects 

 
Fig. 4: Objects present in bucket 

 
Fig. 5: Objects present in bucket 

 
Fig. 6: Uploading a file in bucket 

Amazon S3 is a simple key, value store designed to store as 

many objects as we want. You store these objects in one or 

more buckets. An object consists of the following: 

 Key – The name that you assign to an object. You use the 

object key to retrieve the object. 

 Version ID – Within a bucket, a key and version ID 

differently identify an object.  

 The version ID is a string/text that Amazon S3 

generates when you add an object to a bucket.  

 Value – The data that you are storing. 

 Metadata -An object value can be a sequence of bytes. 

Objects can range in size from zero to 5 TB.  

Object metadata is a set of name-value pairs. You 

can set object metadata at the moment you upload it. 

After you upload the object, you cannot modify object 

metadata. The only way to modify object metadata is to 

make a copy of the object and set the metadata. 

 Subresources – Amazon S3 uses the subresource 

mechanism to store object-specific extra information.  

 Access Control Information – You can control access to 

the objects you store in Amazon S3. 

C. Keys 

A key is the unique identifier for an object within a bucket. 

Every object in a bucket has exactly one key. Each object is 

stored and retrieved using a unique developer-assigned key. 

Because the combination of a bucket, key, and version ID 

differently identify each object, Amazon S3 can be thought 

of as a basic data map between "bucket + key + version" and 

the object itself. Every object in Amazon S3 can be 

differently addressed through the combination of the web 

service endpoint, bucket name, key, and optionally, a version. 

For example, in the URL  

http://doc.s3.amazonaws.com/2006-03-01/AmazonS3.wsdl, 

"doc" is the name of the bucket and "2006-03-

01/AmazonS3.wsdl" is the key. 

D. Regions 

You can choose the geographical region where Amazon S3 

will store the buckets you create. You might choose a region 

to optimize latency, lessen costs etc. Amazon S3 currently 

supports the following regions: 

 US East (N. Virginia) Region Uses Amazon S3 servers 

in Northern Virginia 

 US East (Ohio) Region Uses Amazon S3 servers in 

Columbus Ohio 

 US West (N. California) Region Uses Amazon S3 

servers in Northern California 

 US West (Oregon) Region Uses Amazon S3 servers in 

Oregon 

 Canada (Central) Region Uses Amazon S3 servers in 

Canada 

 Asia Pacific (Mumbai) Region Uses Amazon S3 servers 

in Mumbai 

 Asia Pacific (Seoul) Region Uses Amazon S3 servers in 

Seoul 

 Asia Pacific (Singapore) Region Uses Amazon S3 

servers in Singapore 

 Asia Pacific (Sydney) Region Uses Amazon S3 servers 

in Sydney 

 Asia Pacific (Tokyo) Region Uses Amazon S3 servers in 

Tokyo 

 EU (Frankfurt) Region Uses Amazon S3 servers in 

Frankfurt 

 EU (Ireland) Region Uses Amazon S3 servers in Ireland 

 EU (London) Region Uses Amazon S3 servers in 

London 

 South America (São Paulo) Region Uses Amazon S3 

servers in Sao Paulo 

Objects stored in a region never leave the region 

unless you explicitly transfer them to another region. 

VI. DATA CORRUPTION DETECTION IN S3 

 Amazon S3 uses a combination of Content-MD5 

checksums and cyclic redundancy checks (CRCs) to 

detect data corruption. 

 The MD5 function/algorithm is a widely used hash 

function producing a 128-bit hash value. 

 Although MD5 was initially designed to be used as a 

cryptographic hash function, it has been found to suffer 

from extensive vulnerabilities. It can still be used as a 

checksum to verify data integrity, but only against 

unintentional corruption. 
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 MD5 can be cracked by brute-force attack. 

 Also in 2004 more serious flaws were discovered in 

MD5, making further use of the algorithm for security 

purposes questionable. 

VII. SOLUTION TO OVERCOME THE DRAWBACK 

BLAKE2 has been adopted by many projects due to its high 

speed, security, and simplicity. 

BLAKE2 comes in two main flavors: BLAKE2b is 

optimized for 64-bit platforms, and BLAKE2s for smaller 

architectures.  

Both are believed to be highly safe and have good 

performance on any platform, software or hardware.  

The figure next shows how BLAKE2 outperforms 

MD5, SHA-1, SHA-2, and SHA-3 on a Skylake Intel CPU 

(speeds are for hashing using a single core; using multiple 

cores, BLAKE2 can be even faster) 

 
Fig. 6: Blake2 speed comparison with other. 

1) Blake2 Pseudo code 

a) Input 

M Message to be hashed 

cbMessageLen: Number, (0..2^128) 

Length of the message in bytes 

Key Optional 0..64 byte key 

cbKeyLen: Number, (0..64) 

Length of optional key in bytes 

cbHashLen: Number, (1..64) 

Desired hash length in bytes 

b) Output: 

Hash Hash of cbHashLen bytes 

 Initialize State vector h with IV 

h0 ← 0xcbbb9d5dc1059ed8 

 Mix key size (cbKeyLen) and desired hash length 

(cbHashLen) into h0 

 Each time we Compress we record how many bytes have 

been compressed 

cBytesCompressed ← 0 

cBytesRemaining ← cbMessageLen 

 If there was a key supplied (i.e. cbKeyLen > 0)  

then  

pad with zeros to make it 128-bytes (i.e. 16 words) 

and prepend it to the message M 

 Compress whole 128-byte chunks of the message, except 

the last chunk 

increase count of bytes that have been compressed 

decrease count of bytes in M remaining to be processed 

 Compress the final bytes from M 

chunk  We will get cBytesRemaining bytes 

chunk  Pad(chunk,128) 

 Result  first cbHashLen bytes 
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