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Abstract— We are living in the midst of a surge of interest 

and research into Artificial Intelligence (hereby A.I.). It can 

seem like every week there is a new breakthrough in the field 

and a new record set in some task previously done by humans. 

Not too long ago, A.I. seemed a distant dream for especially 

interested researchers. Today it is all around us. We carry it 

in our pockets, it's in our cars and in many of the web services 

we use throughout the day.  Throughout this paper, we will 

investigate the possible implications of the rise of A.I of 

Apple Inc. 
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I. INTRODUCTION 

A.I. is a branch of computer science that studies the 

computational requirements for tasks such as perception, 

reasoning and learning and develop systems to perform those 

tasks. Apple had focused on spreading the artificial 

intelligence technologies can be used for societal good. Apple 

developed its AI-“SIRI” by his own Deep learning method. 

We are giving a brief outline of AI embedded 

features and how it is developed in this paper.   

II. DEEP LEARNING 

Deep learning (also known as deep structured learning, 

hierarchical learning or deep machine learning) is a branch of 

machine learning based on a set of algorithms that attempt to 

model high level abstractions in data. In a simple case, there 

might be two sets of neurons: ones that receive an input signal 

and ones that send an output signal. When the input layer re-

ceives an input it passes on a modified version of the input to 

the next layer. In a deep network, there are many layers be-

tween the input and output (and the layers are not made of 

neurons but it can help to think of it that way), allowing the 

algorithm to use multiple processing layers, composed of 

multiple linear and non-linear transformations. It is part of a 

broader family of machine learning methods based on 

learning represen-tations of data. An observation (e.g., an 

image) can be represent-ed in many ways such as a vector of 

intensity values per pixel, or in a more abstract way as a set 

of edges, regions of particular shape, etc. Some 

representations are better than others at simpli-fying the 

learning task (e.g., face recognition or facial expression 

recognition). One of the promises of deep learning is 

replacing handcrafted features with efficient algorithms for 

unsupervised or semi-supervised feature learning and 

hierarchical feature ex-traction. 

Various deep learning architectures such as deep 

neural net-works, convolutional deep neural networks, deep 

belief networks and recurrent neural networks have been 

applied to fields like computer vision, automatic speech 

recognition, natural language processing, audio recognition 

and bioinformatics where they have been shown to produce 

state-of-the-art results on various tasks. 

III. GENERATIVE ADVERSARIAL NETWORK 

Generative Adversarial Networks (GANs) are neural 

networks that are trained in an adversarial manner to generate 

data mimicking some distribution. A discriminative model is 

one that dis-criminates between two (or more) different 

classes of data - for example a convolutional neural network 

that is trained to output 1 given an image of a human face and 

0 otherwise.  A generative model on the other hand doesn't 

know anything about classes of data.  Instead, its purpose is 

to generate new data which fits the distribution of the training 

data - for example, a Gaussian Mix-ture Model is a generative 

model which, after trained on a set of points, is able to 

generate new random points which more-or-less fit the 

distribution of the training data (assuming a GMM is able to 

mimic the data well).  

Adversarial training allows you to train a generative 

model with-out all of these intractable calculations.  

Corporate machine learning research may be getting 

a new vanguard in Apple. Six researchers from the 

company’s recently formed machine learning group 

published a paper that de-scribes a novel method for 

simulated + unsupervised learning. The aim is to improve the 

quality of synthetic training images. The work is a sign of the 

company’s aspirations to become a more visible leader in the 

ever growing field of AI. 

In recent times, synthetic images and videos have 

been used with greater frequency to train machine learning 

models. Rather than use cost and time intensive real-world 

imagery, generated images are less costly, readily available 

and customizable. The technique presents a lot of potential, 

but it’s risky because small imperfections in synthetic 

training material can have serious negative implications for a 

final product. Put another way, it’s hard to ensure generated 

images meet the same quality stand-ards as real images. 

Apple uses GANs to improve the quality of these 

synthetic training images. GANs are not new, but Apple is 

making modifications to serve its purpose  in different way.  

At a high level, GANs work by taking advantage of 

the adversarial relationship between competing neural 

networks. In Apple’s case, a simulator generates synthetic 

images that are run through a refiner. These refined images 

are then sent to a discriminator that’s tasked with 

distinguishing real images from synthetic ones. 

 
Fig. 1: Working of Apple’s GAN 
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From a game theory perspective, the networks are 

competing in a two-player minimax game. The goal in this 

type of game is to minimize the maximum possible loss. 

Apple SimGAN variation is trying to minimize both 

local adversarial loss and a self-regulation term.  These terms 

simultaneously minimize the differences between synthetic 

and real images while minimizing the difference between 

synthetic and refined images to retain annotations. The idea 

here is that too much alteration can destroy the value of the 

unsupervised training set. If trees no-longer look like trees 

and the point of your model is to help self-driving cars 

recognize trees to avoid, you’ve failed. 

The researchers also made some fine-tuned 

modifications, like forcing the models to use the full history 

of refined images, not just those from the mini-batch, to 

ensure the adversarial net-work can identify all generated 

images as fake at any given time. You can read more about 

these alterations directly from Apple’s work, entitled 

“Learning from Simulated and Unsupervised Images through 

Adversarial Training”.  

IV. TECHNOLOGY BEHIND APPLE PHOTOS 

Apple has been largely absent from the trend of sprinkling 

deep learning fairy dust on their products. This should not be 

all that surprising. Apple moves at their own pace. Apple 

doesn’t reach for early adopters, they release a technology 

when it’s a win for the mass consumer market. There’s an 

idea because Apple is so secretive they might have hidden 

away vast deep learning chops we don’t even know about yet. 

We, of course, have no way of knowing. 

Apple is going about deep learning in a different 

way in his Photos Application: differential privacy + 

powerful on device processors + offline training with 

downloadable models + a commitment to really really not 

knowing anything personal about you + the deep learning 

equivalent of perfect forward secrecy. In the WWDC 2016 

Keynote Apple introduced their new photos application, 

announcing that deep learning will be used to help search for 

images, group relevant photos into albums, and gather photos, 

videos and locations into mini snapshots. 

    The model is applied on the device when a picture is 

taken and the the analysis is performed instantaneously as the 

photo is going into your photo library. It takes something like 

eleven billion calculations to categories a picture with tags 

like “that's a horse” or “that's a mountain.”  

The GPUs on iOS devices these days really cook, so 

the whole process is essentially instantaneous. 

All your existing photos are analysed in the 

background. Be-cause there’s a considerable amount of 

computation the analysis of occurs over night when the 

device is plugged into AC power. The analysis results are not 

shared between all your devices. Every device goes through 

the same process, each device does its own processing. In the 

future this might change, the results might be shared. Clearly 

developing a secure system to share this kind of data is a huge 

task, so it’s understandable why it would come later.   

V. PRIVACY FEATURES OF APPLE 

While Apple doesn’t talk about how the training occurs it’s 

likely to be some variant of what Google has pioneered with 

deep learning. What’s really different is in how privacy is 

handled. Google stores all your data to the cloud and trains 

their models on your data along with everyone else's. Google 

knows exactly who you are. In fact, I often have this 

dystopian vision of Google creating a neural network 

simulation of my brain, continually probing it to see how I 

might react to candidate advertising regimes. 

Apple takes a completely different approach. Apple 

never actually knows the analysis that occurs on your phone. 

Apple never actually sees your data. This is mentioned 

numerous times during the interview. Apple really wants you 

to know your data is private and that Apple is out of the loop. 

Apple is leveraging the fact that they have a billion phones 

out in the wild to their ad-vantage. Because the data is not 

being naively deanonymized it will be impossible to at some 

later time figure out who belongs to what data. Even if some 

court orders Apple to match data to a person Apple will not 

be able to do so. Even if some later management team at 

Apple changes direction and wants to exchange dollars for 

privacy, it won't be able to. 

VI. SIRI 

 
Fig. 2: Image of SIRI 

Siri is a computer program that works as an 

intelligent person-al assistant and knowledge navigator, part 

of Apple Inc.'s iOS, watchOS, macOS, and tvOS operating 

systems. The feature uses a natural language user interface to 

answer questions, make recommendations, and perform 

actions by delegating requests to a set of Web services. The 

software, both in its original version and as an iOS feature, 

adapts to the user's individual language usage and individual 

searches (preferences) with continuing use, and returns 

results that are individualized. Siri was originally introduced 

as an iOS application available in the App Store by Siri Inc., 

which was acquired by Apple on April 28, 2010. Siri, Inc. had 

announced that their software would be available for 

BlackBerry and for phones running Android, but all 

development efforts for non-Apple platforms were cancelled 

after the acquisition by Apple. There are several accent and 

gender combinations for the voice of Siri. 

VII. WORKING OF SIRI 

Siri is based on the based on the fields of Artificial 

Intelligence and Natural Language Processing, and it is 

comprised of three components - a conversational interface, 

personal context awareness and service delegation. 

  The conversational interface is about how Siri 

understands you in the first place. The general workings of 

the straight word-for-word voice recognition have to be good 

in order to hear what you're saying but deciphering the 

meaning is all down to statistics and machine learning, which 

is where the personal context awareness system comes in. 

There's a huge amount of work in Siri that can predict what 

you're getting at based on key words that you use, as well as 

your general habits and language choice. She is designed to 

adapt to your individual preferences over time and 

personalise results. The service delegation system is the un-
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bridled access to all of the iPhones built-in apps and their 

inner workings. This access is how Siri does what she does. 

VIII. BOTTOM LINE 

  The majority of the conversation about AI lately has 

centered around being faster, more aware, and more 

integrated. Those are all worthy aspirations, but from my 

perspective, being faster and more integrated mean little 

without great accessibility. Siri today is serviceable in doing 

the things We want, but it needs to make a quantum leap for 

me to wholly embrace the supposed future of computing. 

Speech delays are disabilities, too, and We strongly believe 

Siri's weakness in fully accommodating them is a valid 

concern.  

    Apple has said in its last couple earnings calls that 

services are becoming a bigger part of its business, and they 

continue to in-vest in them. In Siri's case, We hope the 

company has invested heavily in making it more verbally 

accessible. Nothing would make me happier than to see this 

demoed at WWDC. Any other capability would be icing on 

the cake. 

     We like Siri, We really do. We just want to be able 

to interact with it better, because it's been a bumpy five years. 

More importantly, we want Siri to reach its full potential 

when it comes to accessibility. 

IX. OUR PROJECT 

We are developing an iOS “Chat” based Application using 

SIRI kit, this application is used to chat with friends at online 

with the help of SIRI commands. It is full and fully integrated 

with SIRI. 

 
Fig. 3: Screenshot of SIRI on Chat App 

X. CONCLUSION 

In short existence, AI has increased understanding of the 

nature of intelligence and provided an impressive array of 

application in a wide range of areas. For 40 years, Apple has 

been a trend-setter company able to foresee the future. 

Because their strength is the innovation and they know, how 

to ‘think different’. 
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