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Abstract— Sentiment analysis or opinion mining is one 

amongst the most important tasks of information processing 

(Natural Language Processing). Sentiment analysis has gain 

abundant attention in recent years. There is a tendency to 

aim to tackle the matter of sentiment polarity categorization, 

that is one amongst the elemental issues of sentiment 

analysis. Therefore, a way that assigns scores indicating 

positive and negative opinion concerning the merchandise is 

planned. It uses Hadoop Distributed File system (HDFS) to 

store knowledge set and run on MapReduce design for 

performing sentiment analysis. A general method for 

sentiment polarity categorization is planned with elaborated 

method, descriptions knowledge utilized in this study square 

measure on-line product reviews collected from 

Amazon.com. Experiments for each sentence-level 

categorization and review-level categorization square 

measure performed with promising outcomes. 

Recommendation system provides the ability to grasp a 

person’s style and notice new, fascinating content. This 

would help the organization to decide where they lack, 

where they need to improve, based on the sentiment analysis 

carried out using Hadoop. 
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I. INTRODUCTION 

Sentiment is an angle, thought, or judgment prompted by 

feeling. Sentiment analysis, that is additionally 

called opinion mining, studies people’s sentiments from a 

user’s perspective, who post their own content through 

varied social media, like forums, micro-blogs, or on-

line social networking sites. The goal of Sentiment Analysis 

is to harness this data in order to obtain important 

information regarding public opinion that would help make 

smarter business decisions, political campaigns and better 

product consumption. Sentiment Analysis focuses on 

identifying whether a given piece of text is subjective or 

objective and if it is subjective, then whether it is negative 

or positive. Some well-known internet companies like 

Google, Amazon, LinkedIn, Yahoo! etc. have generated a 

huge amount of structured and unstructured data every day. 

This exponential growth of data leads to some challenges 

like processing of large data sets, extraction of useful 

information from online generated data sets. Hadoop is one 

of the processing tools that is used to analyze and process 

large data sets. It has two main components: HDFS (Hadoop 

Distributed File System), used for reliable storage of data 

and MapReduce, which is used to process the data. 

Hadoop framework is used for sentiment analysis 

in this paper. Data employed here is a set of product reviews 

collected from Amazon. MapReduce program for Hadoop 

are written in Java language for doing sentiment analysis. It 

incorporates bits and pieces of lexical analysis approach, 

machine learning algorithms and Hadoop approach to 

perform effective sentiment analysis. It makes use of Hive 

Query Language as well, since the data used for processing 

is in unstructured format. This enables to include vital 

features of traditional approaches along with the advantages 

of faster analysis provided by Hadoop.  The sentiment 

analysis itself can be termed as a recommendation model.  

II. RELATED WORK 

According to Xiaojiang Lei, Xueming Qian and Guoshuai 

Zhao in [1], a recommendation model is projected by 

mining sentiment info from social user’s reviews. They tend 

to fuse user sentiment similarity, social sentiment influence, 

and item name similarity into a unified matrix resolving 

framework to realize the rating prediction task. Especially, 

they tend to use social user’s sentiment to denote user 

preferences. Besides, they have built a replacement 

relationship named social sentiment influence between the 

user and friends, that reflects, however, user’s friends 

influence users in a very sentimental angle. The experiment 

results demonstrate that the three sentimental factors create 

nice contributions to the rating prediction. Also, it shows 

vital enhancements over existing approaches on a real-world 

dataset. 

Piyush Gupta, Pardeep Kumar, Girdhar Gopal in 

[2], aimed to obtain method that assigns scores indicating 

good and poor opinion approximately about the product. It 

makes use of Hadoop Distributed File System (HDFS) to 

store data set and run on MapReduce architecture for 

performing sentiment analysis. A method to calculate 

sentiment score of reviews given by way of the users is 

proposed and implemented in python on Hadoop. A positive 

and negative word dictionary is maintained, to identify 

positive and negative words. Stop word dictionary is used to 

discover and get rid of stop words from the reviews. A new 

method about doing the sentiment analysis is proposed in 

this paper with the usage of MapReduce to run it quicker. 

The analytics end result indicates that it does a splendid 

activity in finding the sentiment and it runs in parallel to 

give the results quicker. 

  Sunil B. Mane, Yashwant Sawant, Saif Kazi, 

Vaibhav Shinde in [3], present a manner of sentiment 

analysis with the use of Hadoop, so one can process the big 

amount of statistics on a Hadoop cluster quicker in real time. 

Focus is to assign the polarity to every tweet i.e. whether the 

user specify positive or poor opinion. Here, emphasis is 

more on the speed of performing analysis than its accuracy 

i.e. performing sentiment analysis on large statistics that is 

done by way of splitting the various modules of statistics. It 

uses a numbering technique which can be assigned an 

appropriate range for the different sentiments. Emoticons, 

‘Root form’ also are included inside the sentiment analysis 

here. Utilization of emoticons, but the use of hashtags to 

decide the context of the tweet isn't done. 

Changbo Wang, Zhao Xiao, Yuhua Liu, Yanru Xu, 

Aoying Zhou, and Kang Zhang in [4], presents SentiView, 

an interactive visualization system that aims to investigate 

public sentiments for standard topics on the net. SentiView 

combines uncertain modeling and model-driven adjustment. 
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By looking and correlating frequent words in text 

information, it mines and models the changes of the 

sentiment on public topics additionally. Employing a time-

varying helix along with an attribute to represent sentiments, 

it visualizes the changes of multiple attributes and 

relationships among demo graphics of interest and also the 

sentiments of participants on standard topics. The 

relationship of interest among completely different 

participants are given during a relationship map, employing 

a new evolution model that's supported cellular automata. 

According to Shulong Tan, Yang Li, Huan Sun, 

Ziyu Guan, Xifeng Yan, Jiajun Bu, Chun Chen, and Xiaofei 

He in [5], millions of users share their opinions on Twitter, 

creating it a valuable platform for chase and analyzing 

public sentiment. Such chase and analysis will give vital 

info for higher cognitive process in numerous domains. So, 

it attracts attention in each domain and trade. Previous 

analysis in the main targeted on modeling and chase public 

sentiment. During this work, they move one step more to 

interpret sentiment variations. They determined that rising 

topics (named foreground topics) among the sentiment 

variation periods are extremely associated with the real 

reasons behind the variations. Supporting this observation, 

they propose a Latent Dirichlet Allocation (LDA) primarily 

based model, to distill foreground topics and filter out long 

background topics. These foreground topics provide 

potential interpretations of the sentiment variations. To more 

enhance the readability of the mined reasons, they choose 

the foremost representative tweets for foreground topics and 

develop another generative model referred to as Reason 

Candidate and Background LDA (RCB-LDA) to rank them 

with relation to their “popularity” among the variation 

amount. Experimental results show that their strategies 

effectively find foreground topics and rank reason 

candidates. The projected models can even be applied to 

alternative tasks like finding topic variations between 2 sets 

of documents. 

Alena Neviarouskaya, Helmut Prendinger, and 

Mitsuru Ishizuka in [6], describe ways to mechanically 

generate and score a brand new sentiment lexicon, known as 

SentiFul, and expand it through direct synonymousness and 

semantic relation relations, subordination relations, 

derivation, and combining with better-known lexical units. 

They propose four sorts of affixes (used to derive new 

words) betting on the role they play with relevance 

sentiment features: propagating, reversing, enhancive, and 

weakening. Besides derivation, they think about necessary 

method of finding new words like combining, that could be 

an extremely productive method, particularly within the case 

of nouns and adjectives. It details the algorithmic program 

for automatic extraction of recent sentiment-related 

compounds from WordNet victimization words from 

SentiFul as seeds for sentiment-carrying base parts and 

applying the patterns of compound formations within the 

paper. The importance of considering modifiers, discourse 

valence shifters, and modal operators, that are integral 

elements of the SentiFul lexicon for strong sentiment 

analysis, is additionally mentioned. 

III. MOTIVATION 

The explosive growth of the textual information on the web 

in the past few decades has brought radical change in human 

life. In the web, people share their opinions and sentiments. 

This creates a large collection of opinions and views in the 

form of texts, which needs to be analyzed, to know the 

efficiency of the product or service. Opinions are a usually 

subjective expression that describes person’s sentiment, 

feelings towards the object or service. Influence of the 

expertise of a product’s users on people that contemplate 

shopping for it. This analysis is going to be helpful for 

consumers, patrons, producers and E-commerce. Users 

begin to browse a tiny low fraction of product reviews 

because the range of them in e-commerce systems will 

increase. Product Reviews are typically repetitive, reading 

all of them is mostly inefficient. There is a necessity for 

summarization in product reviews. Social media sentiment 

analysis can be an excellent source of information and can 

provide insights that can i. Determine marketing strategy, ii. 

Improve campaign success and iii. Improve customer 

service. 

IV. PROPOSED WORK 

The purpose of our approach is to make an effective 

sentiment analysis with the blend of lexical analysis 

approach, machine learning algorithm and Hadoop 

framework. Analysis carried out using Hadoop is faster 

compared to traditional machine learning approach. The 

infusion of lexical approach in this paper involves emoticon 

analysis, stop word removal and stemming. This leads to an 

efficient analysis of the review posted by the user. The 

sentiment analysis, here, is itself termed as a 

Recommendation model. All of this is fused into a 

Graphical User Interface (GUI); which presents the analysis 

in a pictorial manner. 

A. HDFS (Hadoop Distributed File System):  

The Hadoop Distributed File System (HDFS) is a distributed 

file system designed to run on commodity hardware. It has 

many similarities with existing distributed file systems. 

However, the differences from other distributed file systems 

are significant. HDFS is highly fault-tolerant and is designed 

to be deployed on low-cost hardware. HDFS provides high 

throughput access to application data and is suitable for 

applications that have large data sets. HDFS is built to 

support applications with large data sets, including 

individual files that reach into the terabytes. 

 
Fig. 1: Proposed architecture 

B. Hive:  

The Hive data warehouse software facilitates reading, 

writing, and managing large datasets residing in distributed 
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storage using SQL. Structure can be projected onto data 

already in storage. A command line tool and JDBC driver 

are provided to connect users to Hive. Hive is considered the 

standard for interactive SQL queries over petabytes of data 

in Hadoop. 

C. Hive Query Language: 

Apache Hive is an open source Hadoop application for data 

warehousing. It offers a simple way to apply structure to 

large amounts of unstructured data, and then perform batch 

SQL-like queries on that data. Queries are written using a 

SQL-like language called HiveQL, which Hive translates 

into MapReduce jobs that are executed on the Hadoop 

cluster. More complex queries are supported through User 

Defined Functions (UDF) can be written in Java and 

referenced by a HiveQL query. Structure is applied to data 

at time of read, so users don’t need to worry about 

formatting the data at the time when it is stored in their 

Hadoop cluster. Data can be read from a variety of formats, 

from unstructured flat files with comma or space-separated 

text, to semi-structured JSON files, to structured HBase 

tables. 

D. Map Reduce:  

Hadoop MapReduce is a software framework for easily 

writing applications which process vast amounts of data 

(multi-terabyte data-sets) in-parallel on large clusters 

(thousands of nodes) of commodity hardware in a reliable, 

fault-tolerant manner. A MapReduce job usually splits the 

input data-set into independent chunks which are processed 

by the map tasks in a completely parallel manner. The 

framework sorts the outputs of the maps, which are then 

input to the reduce tasks. Typically, both the input and the 

output of the job are stored in a file-system. The framework 

takes care of scheduling tasks, monitoring them and re-

executes the failed tasks. 

E. Data Filtering: 

Reviews are mostly unstructured, so, ‘lyk’ is converted to 

‘like’, ‘cooooool’ to actually ‘cool’. Conversion to 

structured is done by dynamic data records of unstructured 

to structured and vowels adding. 

F. Stemming: 

Stemming is the process of reducing inflected words to their 

word stem, base or root form, generally a written word form. 

Eg. ‘loved’, ‘loves’, ‘loving’ is converted to its root word -

‘love’. 

G. Stop Words: 

Stop words are words that are generally considered useless. 

Most search engines ignore these words because they are so 

common that including them would greatly increase the size 

of the index without improving precision or recall. Any 

group of words can be chosen as the stop words for a given 

purpose. For some search engines, these are some of the 

most common, short function words, such as the, is, at, 

which, and on. Other search engines remove some of the 

most common words including lexical words, such as 

"want" from a query in order to improve performance. 

The algorithm is implemented as below given steps: 

Step 1: The target document text is tokenized and individual 

words are stored in array.  

Step 2:  A single stop word is read from stop word list.  

Step 3: The stop word is compared to target text in form of 

array using sequential search technique.  

Step 4: If it matches, the word in array is removed, and the 

comparison is continued till length of array.  

Step 5: After removal of stop word completely, another stop 

word is read from stop word list and again algorithm 

follows Step 2. The algorithm runs continuously until all the 

stop words are compared.  

Step 6: Resultant text devoid of stop words is displayed, also 

required statistics like stop word removed, no. of stop words 

removed from target text, total count of words in target text, 

count of words in resultant text, individual stop word count 

found in target text is displayed. 

H. Emoticon Analysis: 

Regular text mining approaches eliminates punctuations and 

symbols, but in the case of reviews we have to consider 

emoticons. Emoticons express sentiment polarity more 

effectively than words. So, this approach cannot remove all 

the symbols, instead it must search for an emoticon based on 

an In-Memory dictionary, and then decide about removal of 

symbols if they are not a part of an Emoticon. 

V. ACCURACY TEST 

A test of the sentiment analysis has been conducted to 

measure accuracy. A comparison of the results of the 

proposed system against a manual process will be done. 

Then the percentage of positive and negative reviews is 

calculated for both proposed and manual system. Based on 

this comparison, we will be able to determine the error rate. 

The processing time of the proposed approach will be 

calculated as well. This will help us to come up with the 

time efficiency factor. 

VI. CONCLUSION 

In this paper, we carry out sentiment analysis which, itself, 

is termed as a recommendation model here. The results are 

displayed using a GUI. Moreover, it also features Emoticon 

analysis, which leads to more appropriate sentiment 

identification. Involving Hadoop framework, including 

HDFS and MapReduce, makes the analysis more accurate 

and fast, hence, saving both time and efforts. 
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