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Abstract— A growing attention has been paid to spatial data 

mining and knowledge discovery.  Spatial clustering is the 

process of grouping a set of objects into classes or cluster 

that objects within a cluster have high similarity in 

comparison to one another, but are dissimilar to objects in 

other clusters. As to the data, several clustering algorithms 

assume that observations are represented as tuples of a 

single database relation. This “single table assumption” 

prevents the consideration of relationships between 

observations as well as the analysis of data which are 

logically modeled through several database tables. To 

overcome these limitations, many researchers have recently 

started investigating the Multi-Relational Data Mining 

(MRDM) approach to data analysis. In some sense, graph-

based partitioning methods also represent a particular class 

of multi-relational clustering algorithms. Moving towards a 

structured concept of spatial object forces to arrange data in 

different tables, related each others, where each table 

describes either features corresponding to entire areas or 

primary units or relations between them. 
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I. INTRODUCTION 

This data organization is typically adopted by Multi-

Relational Data Mining (MRDM) [1] that overcomes the 

limitations of single-table assumption by considering 

observations arranged in multiple tables belonging to a 

relational database. Here, the objective is to mine interesting 

patterns scattered over one or more tables. Such patterns 

result to be more powerful with respect to those ones mined 

in general environments, because they are also able to easily 

model links among heterogeneous data. In order to achieve 

this goal, MRDM resorts to Inductive Logic Programming 

(ILP) techniques, that adopts the first-order logic formalism 

(or some subset of it) to efficiently represent both data and 

relations. In addition, in such environment the same 

language is adopted to describe both training data and mined 

models, being able to easily recombine data and models in 

order to further explore additional hypotheses. 

Generally, MRDM works in learning from 

interpretation setting, where each example is a Herbrand 

interpretation that is a set of ground facts, and represents an 

observation relative to a particular situation in the world. In 

this setting, each observation is considered to be 

independent each other, therefore assuming that attribute 

values of an observation are not affected by attributes of 

other observations. This is clearly in contrast with principles 

regulating geographical environments stating that some 

form of spatial correlation holds for spatial object. In 

particular, a commonly agreed rule is the first Law of 

Geography, stating that “everything is related to everything 

else, but near things are more related than distant things”[2]. 

This paper in particular, investigates on limitations of 

classical data mining methods and discusses the motivations 

that gave rise to multi-relational approaches. Since most of 

DM algorithms have been developed to work in the 

propositional environment while data are in general 

expressed in relational format.   

II. THE MULTI-RELATIONAL APPROACH 

In all other clustering algorithms that have discussed a great 

deal of methods belonging to different approaches and 

conceiving clustering in several fashions. All the presented 

approaches look for patterns in data stored in the traditional 

matrix form: rows represent observations and columns 

represent features of data. This way of conceive data is fully 

compliant with the way in which databases arrange them in 

tables: each tuple correspond to an observation, while 

attributes represent features describing an observation. This 

form of representation is known as propositional or 

attribute-value representation, since each feature (or 

attribute) is described with only a single, primitive value. 

For instance, if we consider data stored in a table listing 

selling information of a car vendor, an observation could be 

represented as follows: 

young_buyer = yes, car_type = sporting,  

car_price = 350000, mp3_reader_equipped = yes, color = 

red, doors = 3, . . . 

It is easy to see how examples expressed in this 

formalism can be straightforwardly mapped into a single 

table of a relational database. Here, a possible mined rule for 

the characterization of young buyers could be: 

young_buyer = yes ← (car_type = sporting) ∧ (car_price ≤ 

400000) ∧ (mp3_reader_equipped = yes) 

Stating that Youngs typically buy sporting cars, 

which cost less than Rs. 400000 and equipped with a mp3 

reader. 

In this representation, the underlying assumption is 

that observations are “flat”, in the sense that they are 

composed by a fixed number of features, with a rigid 

structure and with all the information needed for analysis 

encoded in only one table. Such assumption is known in 

literature as single-table assumption [3]. 

By adopting this representation formalism it is 

possible to develop efficient data mining algorithms. 

However, data about the real world are seldom of this form. 

Data to be analysed (units of analysis), even if concerning 

instances of the same concept, are typically composed by a 

variable number of entities (units of observation), often of 

different types and related each other’s. Consequently, in 

databases data are scattered over different tables (relations), 

each of them with a particular structure and linked each 

other by a chain of dependencies. 

This is particularly true in spatial environments, 

where data to be analysed are often composed by subunits 

heterogeneous and related each other’s. For instance, 

suppose we want to cluster cities in Coimbatore according 

their structural similarity. Spatial data are represented in 

Figure 1. 



Multi-Relational Approach for Spatial Clustering 

 (IJSRD/Vol. 4/Issue 11/2017/160) 

 

 All rights reserved by www.ijsrd.com 613 

From Figure 1 it is clear that each city to be 

clustered (unit of analysis) is composed by a large number 

of sub-units (units of observation) describing hospitals, 

restaurants, monuments, filling stations, etc., that are 

heterogeneous each others and, hence, cannot be represented 

in the same table. In this case, a different table should be 

used to store each different type of unit of observation: a 

table for the hospitals, a table for the restaurants, and so on. 

Furthermore, topological as well as other spatial relations 

relate these units of observations and define the structure of 

the spatial object in question, representing the city as a 

whole. 

 
(a) Cities to cluster 

 
                   (b) Details on Coimbatore 

Fig. 1: An example of structured objects in spatial data 

As another example, if we want to perform some 

form of DM analysis on information gathered by a generic 

trade company, we are likely to deal with a relational 

database containing tables similar to the tables I. 

In the first table information about the customers 

are stored; the identifiers (ID) are used to uniquely detect 

each customer, while the other fields (Name, City, Sex, Age, 

etc.) represent the descriptive attributes relevant for the 

domain we are dealing with. Since it represents each 

customer with a single tuple, it can straight-forwardly 

represent in attribute value formalism. The second table 

stores information about orders placed by customers, 

holding details pertaining each order in a single tuple. Here 

a one-to-many relation holds between the customers table 

and the orders table, since each customer can place one or 

more orders. This relation is determined by means of the 

CustomerID field in the Orders table. 

In general, in database environment, a field in a 

relation (Orders.CustomerID, in our example) that points to 

a key field in another relation (Customers.ID) is called a 

“foreign key”, indicating that the value in this field is 

required to be a key value in the other relation. 

ID Name City Sex Age Status 

P1 Kannan Chennai M 32 Married 

P2 Raman Mumbai M 30 Single 

P3 Priya Coimbatore F 28 Married 

(a)  Customers 

Customer ID Oder ID Quantity Cost Payment ... 

P1 O85 40 4000 Yes ... 

P2 O104 25 2500 No ... 

P2 O136 30 3000 Yes ... 

P3 O155 20 2600 Yes .. 

... ... ... ... ... ... 

(b)Orders 

Table 1: An example of Multi-relational data 

However, it should be always kept in mind that, 

even if important analogies exist between the representation 

formalisms adopted by DM and Data Base Management 

Systems (DBMS), the purposes of these two disciplines are 

different: database environments are responsible for the 

storage and manipulation (insertion, update, delete, 

modification) of data, while DM aims at analyse them to 

extract patterns. 

Taking into account the example of table I, suppose 

we want to apply DM analysis to characterize untrustworthy 

customers. By examining only one table at a time we cannot 

mine any useful pattern, so classical DM approaches relying 

on single-table assumption would fail on this task. In order 

to represent orders information in the customers table, one 

could merge the orders table into the customers’ one by 

performing a left outer join, but we could only consider 

once-only customers. In fact, in propositional approaches 

each observation (a customer, in this case) can be 

represented in one tuple, so neither we can have more than 

one tuple referring to a particular customer, nor a table cell 

(corresponding to a given attribute of a particular 

observation) can contain more than one value. 

One could try to summarize orders information by 

means of aggregate operators (for instance, by including in 

the customers fields the sum or average quantity and total 

cost over orders) but this clearly implies an information loss. 

In fact, units of observation describe objects sometime of 

different nature, therefore units of analysis cannot always be 

constructed by simply aggregating (i.e. min, max, count or 

average) properties of the corresponding units of 

observation. Conversely, it may be important to distinguish 

units of observation which represent target objects of 

analysis from other target-relevant objects and represent the 

relationships among them. Modelling properties of these 

different objects as well as relationships among them is a 

key challenge both in descriptive and predictive problems 

that arise in complex domains, such as spatial domains [4] 

or biological domains [5], where the implicit description or 

the prediction of a property of a target object can be strongly 

affected by properties of target-relevant objects according to 

the relationships among them. 

Furthermore, one could try to expand the customers 

table by adding as many fields as requested to include all 

necessary information into a single tuple. This would lead to 



Multi-Relational Approach for Spatial Clustering 

 (IJSRD/Vol. 4/Issue 11/2017/160) 

 

 All rights reserved by www.ijsrd.com 614 

add the fields OrderIDn, Quantityn, Costn, and Paymentn, 

with n sufficiently high. It is clear that this approach cannot 

be applied in general since it would imply an unnatural way 

of represent data. Putting one of the related data in the 

column “Field1”, another one in “Field2”, and so on, would 

assign a numbering to the fields that could not correspond to 

reality, but assigned arbitrarily. 

Moreover, observations of some domains are even 

impossible to be fully represented. In fact, suppose we want 

to apply DM techniques to characterize people suffering 

from diabetes. A possible representation of observations 

could be: 

ID Job Obese Sex Age Status Diabetes 

P1 Manager No M 55 Married Yes 

P2 Clerk No M 20 Single No 

P3 Teacher yes F 50 Married Yes 

P10 HR No M 45 Married No 

P25 Helper Yes M 55 Married No 

P15 Admin No f 32 Single No 

.. ... ... ... ... ... .. 

(a)  Patients 

ChildID ParentID 

... ... 

P2 P10 

P8 P20 

P11 P1 

P15 P25 

.. .. 

(a)  Parents 

Table 2: An example of recursion in data 

By examining tables II, one could observe that two 

out of three cases of diabetes are due to heredity: in fact, p15 

is sons of p25, which does not suffer from diabetes, p11 is 

son of p1 that is a diabetic. The simplest and more 

expressive way of characterize diabetics is by means of 

recursion: 

ancestor(X,Y)parent(X,Y). 

ancestor(X,Y)ancestor(X,Y) ^ (Z,Y 

diabetic(X))  ancestor(Y,X) ^ diabetic(Y). 

but recursion cannot be represented in 

propositional settings. 

Thus, the analysis methods working with 

propositional representations will have no chance to 

discover the right model. Relational Data Mining (RDM), 

also referred as Multi-Relational Data Mining (MRDM) to 

emphasize the fact that it deals with many relations over 

data, represents the answer of DM to the limitations 

highlighted above. It resorts to Inductive Logic 

Programming (ILP) to easily model structured data and 

relations among different entities with the same 

representation formalism. In addition, ILP results to be 

surprisingly effective in dealing with recursion definitions 

and to take into account Background Knowledge, that 

collects general rules and facts holding in the considered 

domain. This makes MRDM (and ILP) an attractive tool for 

mining pattern from data, even if we have to pay a higher 

computational complexity due to a more expressive power.  

III. SOME MRDM ALGORITHMS  

Up to now, work in ILP has mostly concentrated on 

conceptual clustering, a clustering approach that aims at 

detecting an intentional description of each cluster in the 

given representation language other than the list of objects 

belonging to it.  

However, other than algorithms belonging to 

conceptual clustering, other methods have been developed 

by relying on the more powerful expressiveness of RDM. 

Some of these methods are RIBL and RDBC. 

RIBL (Relational Instance-Based Learning ) [6] is 

an instance-based learning algorithm that defines an 

improved similarity function in order to be able to compare 

first-order descriptions. An instance-based algorithm does 

not compute a generalization of the learning examples at 

learning time, but simply stores the examples and then 

performs classification by comparing a new instance to the 

previously stored instances. In particular, predictions are 

based on those k examples from the set of examples that are 

closest to the observation to predict, where k is a user-given 

or system determined parameter, in the sense that the new 

observation is assigned the most frequent value occurring in 

the k nearest neighbours (algorithms working in this way are 

called in literature k-nearest neighbour classifiers). Since 

generalization is delayed until classification time, such 

algorithms are also referred to as lazy learning algorithms. 

RIBL turns the basic instance-based learning problem into a 

first-order version by allowing each instance to be described 

not only by numerical and discrete attributes, but also by 

attributes of type object containing object identifiers that 

point to further information in a separately specified body of 

background knowledge, that is a database consisting of first-

order ground atoms (first-order facts). Moving from 

propositional to first-order representations involves a further 

degree of complexity in the similarity calculation, since now 

instance descriptions not only contain attribute values, but 

also references to background knowledge. To this end, 

RIBL uses a recursive descent strategy that, while 

evaluating the similarity of two descriptions, treats the 

corresponding atoms as instances to be compared, until all 

comparisons are reduced to the propositional case. 

However, RIBL was limited to consider function-

free relational representation, so Horvath [6] have extended 

RIBL and overcome such limitation by also handling list 

and other functional terms. Comparisons of lists and terms 

are performed by relying on the idea of edit distances 

between objects. Intuitively, with an edit distance, we are 

given a set of edit operations (insert, delete, or change) with 

an associated cost function that tells us how expensive it is 

to delete or insert an element of one of the compared 

objects, or how expensive it is to change one into another. 

The edit distance is given by the cheapest (i.e., smallest 

cost) sequence of such operations that turns the first object 

into the second. 

More formally, the learning problem solved by the 

resulting version of RIBL can be described as follows: 

A. Given: 

 a set of examples E, each described by a set of attributes 

{A1, . . . , An} of type number, discrete, object, constant, 

list or term 

 a target value c(e) for every e ∈ E  

 background knowledge B consisting of first-order 

atoms with arguments of type number, discrete, object, 

list or term  
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 a set of unseen instances Enew  each described by the 

same attributes as E  

B. Find:  

a partition c′(e) of the target value for each e ∈ Enew . 

RDBC (Relational Distance-Based Clustering) [7] is an 

agglomerative hierarchical clustering method for 

observations represented in the first-order logic formalism. 

It starts out with the list of cases as one-element clusters, 

and iteratively groups the two most similar clusters into a 

new cluster until eventually all the items are grouped in a 

single cluster. Since the classical distance measures are not 

suited to deal with first-order descriptions, RDBC relies on a 

similarity definition based on that one adopted by RIBL: 

Sim(Ci,Cj)= ),(
1

11
lk

ncj

l

nci

k
ji

OOsim
ncnc

RIBL 
 

where: nC is the number of items belonging to the 

cluster C, ok belongs to Ci, ol belongs to Cj , and simRIBL(ok , 

ol) denotes the similarity function inherited from RIBL. 

Starting from the observation that similarity 

between clusters decreases as we move from the leaves 

towards the root, this method uses a search procedure that 

prunes the clustering tree according to growing intra-cluster 

similarity thresholds, and selects the threshold and 

corresponding group of clusters that maximizes the average 

intra-cluster similarity. 

Finally, Batagelj and Ferligoj in [8] consider two 

special cases of the general clustering of relational data 

problem, namely clustering with relational constraints and 

blockmodeling problem. The former problem concerns 

particular clustering tasks where the goal is to group similar 

units also satisfying additional conditions over data. Since 

the geographical contiguity is a special case of relational 

constraint, this approach can be applied to cluster similar 

geographical regions such that the regions inside each 

cluster are also geographically connected. The latter 

problem considers data as a network composed by a set of 

units and one or more binary relations on it. Blockmodeling 

that has particularly adopted in social network analysis 

seeks to cluster units that have substantially similar patterns 

of relationships with others. Its basic goal is to reduce a 

large, potentially incoherent network to a smaller 

comprehensible structure that can be interpreted more 

readily. 

IV. CONCLUSIONS 

 In this paper, the main limitations of classical DM 

approaches have been investigated. In particular, since they 

adopted the propositional formalism for data representation, 

they often result to be inadequate to be applied to real-world 

a domain, where observations are generally structured, that 

is, composed by a set of heterogeneous sub-elements and 

relations among them. To overcome such limitation, MRDM 

methodology has been developed that overcomes single-

table assumption characterizing the propositional 

approaches and is able to discover patterns over multiple 

tables in a relational database. 
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