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Abstract— PACK (Predictive ACKs), is a novel end-to-end 

traffic redundancy elimination (TRE) system. PACK’s main 

advantage is its capability of offloading the cloud-server 

TRE effort to end-clients, thus minimizing the processing 

costs induced by the TRE algorithm. PACK is based on a 

novel TRE technique, which allows the client to use newly 

received chunks to identify previously received chunk 

chains, which in turn can be used as reliable predictor’s 

chunks to be transmitted in future. The main aim is to 

eliminate redundant data transfer and reduce bandwidth cost 

on the network, in particular traffic redundancy elimination 

(TRE), for reducing bandwidth costs. 
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I. INTRODUCTION 

Cloud computing is emerging style of delivery in which 

resources, data and applications are rapidly provisioned with 

standardized flexible price offered to the users. In recent 

years, the cloud computing paradigm has achieved 

widespread adoption. Its success is largely due to customers’ 

ability to use services on demand and also a pay-as-you go 

[6] pricing model, it has been proved convenient in many 

respects. High flexibility and low costs make migrating to 

the cloud compelling. 

 Cloud computing also offers its customers an 

economical and convenient pay-as-you-go service model,  

also known as usage-based pricing. According to their 

changing needs, the customer utilizes the cloud’s scalable 

and elastic computational capabilities, the cloud customers 

pay only for the actual use of storage, bandwidth and 

computing resources. In particular, when trying to minimize 

cost,  data transfer costs (i.e., bandwidth) is an important 

issue. Consequently, cloud customers, are applying a 

judicious use of the cloud’s resources, and  are motivated to 

use various traffic reduction techniques, in particular the 

traffic redundancy elimination (TRE) technique is used for 

reducing bandwidth costs. 

 In recent years, a new class of protocol-

independent redundancy elimination algorithms have been 

developed that can identify and remove strings of bytes that 

are repeated across network packets. A large amount of 

popular content is transferred repeatedly across network 

links in the Internet. In recent years, the protocol-

independent redundancy elimination, has remove duplicate 

strings from and within arbitrary network flows that has 

emerged as a powerful technique to improve the efficiency 

of network links in the face of repeated data. 

 Traffic redundancy stems are from common end-

users’ activities, such as repeatedly downloading, accessing, 

modifying and distributing similar or same information 

items (documents, data, web and video). TRE is used to 

eliminate the transmission of redundant content and, 

therefore, is used to significantly reduce the network cost. In 

most common TRE solutions, both the receiver and the 

sender examine and compare signatures of data chunks that 

are parsed according to the data content which are prior to 

their transmission. The sender replaces the transmission of 

each redundant chunk with its strong signature, when 

redundant chunks are detected [6]. 

 Current end-to-end TRE solutions are sender-

based. In this case where the cloud server is the sender, the 

solution is that the server continuously requires maintaining 

clients’ status. In this paper, we present a novel receiver-

based end-to-end TRE solution [5] that relies on the paper 

power of predictions to eliminate redundant traffic between 

end users and cloud. In this, each receiver observes the 

incoming stream and tries to match its chunks with a 

previously received chunk chain or a chunk chain of a local 

file. Metadata information is kept locally using the long-

term chunks, the receiver sends to the server predictions that 

include chunks’ signatures which are easy-to-verify hints of 

the sender’s future data.  The sender examines the hint first, 

when hint-matches then only the TRE operation is 

performed. The purpose of this procedure is to avoid the 

expensive TRE computation at the sender side in the 

absence of traffic redundancy. The sender then sends to the 

receiver only the ACKs to the predictions, when redundancy 

is detected, instead of sending the data. 

 To validate the receiver-based TRE concept, we 

tested, implemented, and performed realistic experiments 

with PACK within a cloud environment. Our experiment 

demonstrates, to achieve cost reduction in cloud at a 

reasonable client effort and also gain additional bandwidth 

saving at the client side. 

II. RELATED WORK 

In recent years, several TRE techniques have been explored. 

A protocol-independent TRE was proposed in [4]. The paper 

describes a packet-level TRE, utilizing the algorithms. 

A. Middle Box: 

Within enterprises, middle-boxes are popular point 

solutions, even though they are not as attractive in a cloud 

environment. First, cloud providers cannot benefit from a 

technology whose goal is to reduce customer bills due to 

large bandwidth, and thus are not likely to invest in one. 

Moreover, a fixed client-side and server-side middle-box 

pair solution is inefficient for a combination of a mobile 

environment, which detaches the client from cloud-side 

elasticity, and a fixed location which motivates work 

distribution and migration among data centers[3][5]. 

Therefore, it is agreed commonly that a universal, software-

based, end-to-end TRE is crucial in today’s pervasive 

environment. This enables the use of a standard protocol 

stack and makes a TRE within end-to-end secured traffic 

(e.g., SSL) possible [1][2]. 
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B. Low Bandwidth File System: 

The LBFS client and server both maintain chunk indexes, 

the server indexing file system contents and the client its 

local cache. The two share the same indexing code, 

implemented using the B-tree from SleepyCat software’s 

BerkeleyDB package. Since LBFS never relies on chunk 

database correctness, it also does not concern itself with 

crash recoverability. LBFS avoids any synchronous database 

updates, and the server always replies to clients before 

inserting new chunks in its database. If the database loses a 

few hashes, clients will simply use more bandwidth until the 

database comes back up to date. There is a utility, mkdb, 

which builds a file system’s database from scratch. 

However, if an LBFS server is run without a database, the 

server simply creates the database and populates it as user’s 

access files. The one database operation on the critical path 

for clients is the lookup done as part of a CONDWRITE 

RPC. However, for all but the smallest files, CONDWRITEs 

are pipelined deeply enough to overlap database lookups 

with the transmission of any write data not found in the 

chunk index. For 8 KByte or smaller files, LBFS avoids 

CONDWRITEs and simply writes the files directly to the 

server in a single RPC. 

C. Chunk Database: 

LBFS uses a database to identify and locate duplicate data 

chunks. It indexes each chunk by the first 64 bits of its 

SHA-1 hash. The database maps these 64-bit keys to (file; 

offset; count) triples. This mapping must be updated 

whenever a file is modified 

D. Chunk Indexing: 

The LBFS client and server both maintain chunk indexes, 

the server indexing file system contents and the client its 

local cache. The two shares the same indexing code, 

implemented using the B-tree from SleepyCat software’s 

BerkeleyDB package. Since LBFS never relies on chunk 

database correctness, it also does not concern itself with 

crash recoverability. LBFS avoids any synchronous database 

updates, and the server always replies to clients before 

inserting new chunks in its database. If the database loses a 

few hashes, clients will simply use more bandwidth until the 

database comes back up to date. There is a utility, mkdb, 

which builds a file system’s database from scratch. 

However, if an LBFS server is run without a database, the 

server simply creates the database and populates it as user’s 

access files. The one database operation on the critical path 

for clients is the lookup done as part of a CONDWRITE 

RPC. However, for all but the smallest files, CONDWRITEs 

are pipelined deeply enough to overlap database lookups 

with the transmission of any write data not found in the 

chunk index. For 8 KByte or smaller files, LBFS avoids 

CONDWRITEs and simply writes the files directly to the 

server in a single RPC. The overhead of multiple round trip 

times overshadows any potential bandwidth savings on such 

small files. 

E. Classical Approaches: 

The simplest RE approach is to compress objects end-to-

end. It is also the least effective because it does not exploit 

redundancy due to repeated accesses of similar content. 

Object caches can help in this regard, but they are unable to 

extract cross-object redundancies [8]. Also object caches are 

application-specific in nature; e.g., Web caches cannot 

identify duplication in other protocols. Furthermore, an 

increasing amount of data is dynamically generated and 

hence not cacheable. For example, our analysis of enterprise 

traces shows that a majority of Web objects are not 

cacheable, and deploying an HTTP proxy would only yield 

5% net bandwidth savings. Delta encoding can eliminate 

redundancy of one Web object with respect to another. 

However, like Web caches, delta encoding is application-

specific and ineffective for dynamic content. 

III. PACK ALGORITHM 

For the sake of clarity, we first describe the basic receiver 

driven operation of the PACK protocol. Several 

optimization and enhancements are introduced in Section 

IV. 

 The stream of data received at the PACK receiver 

is parsed to a sequence of variable-size, content-based 

signed chunks similar to [6]. The chunks are then compared 

to the chunk store, which is receiver local storage. The 

receiver retrieves the sequence of subsequent chunks, if a 

matching is found in local chunk store, which is referred to 

as a chain, LRU sequence are transverse by chunk pointers 

which are included in the chunks’ metadata. The constructed 

chain is used when the receiver sends a prediction to the 

sender for the subsequent data. Each chunk’s prediction 

part, termed a hint, it is an easy-to-compute function with a 

small-enough false-positive value, such as the value of the 

last byte in the predicted data or a byte-wide XOR 

checksum of all or selected bytes. When the receiver sends 

prediction it includes the hint, the signature of the chunk, 

and the range of the predicted data. The sender identifies the 

predicted range in its buffered data and verifies the hint for 

that range. If the result matches the received hint, it 

continues to perform the more computationally intensive 

SHA-1 signature operation. Upon a signature match, the 

sender sends a confirmation message to the receiver, 

enabling it to copy the matched data from its local storage. 

A. Receiver Chunk Store: 

PACK uses a new chains scheme, described in Fig. 1, in 

which chunks are linked to other chunks according to their 

last received order. The PACK receiver maintains a chunk 

store, which is a large size cache of chunks and their 

associated metadata. Chunk’s metadata includes the chunk’s 

signature and a (single) pointer to the successive chunk in 

the last received stream containing this chunk. Caching and 

indexing techniques are employed to efficiently maintain 

and retrieve the stored chunks, their signatures, and the 

chains formed by traversing the chunk pointers. 

 When the new data are received and parsed to 

chunks, the receiver computes each chunk’s signature using 

SHA-1. At this point, the chunk and its signature are added 

to the chunk store. In addition, the metadata of the 

previously received chunk in the same stream is updated to 

point to the current chunk. 

 The unsynchronized nature of PACK allows the 

receiver to map each existing file in the local file system to a 

chain of chunks, saving in the chunk store only the metadata 

associated with the chunks. Using the latter observation, the 

receiver can also share chunks with peer clients within the 
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same local network utilizing a simple map of network 

drives. 

 The utilization of a small chunk size presents better 

redundancy elimination when data modifications are fine-

grained, such as sporadic changes in an HTML page. On the 

other hand, the use of smaller chunks increases the storage 

index size, memory usage, and magnetic disk seeks. It also 

increases the transmission overhead of the virtual data 

exchanged between the client and the server. 

 Unlike IP-level TRE solutions that are limited by 

the IP packet size ( ~1500B), PACK operates on TCP 

streams and can therefore handle large chunks and entire 

chains. Although our design permits each PACK client to 

use any chunk size.  We recommend an average chunk size 

of 8 kB. 

 
Fig. 1: From stream to chain. 

B. Receiver Algorithm: 

Upon the arrival of new data, the receiver computes the 

respective signature for each chunk and looks for a match in 

its local chunk store. If the chunk’s signature is found, the 

receiver determines whether it is a part of a formerly 

received chain, using the chunks’ metadata. If affirmative, 

the receiver sends a prediction to the sender for several next 

expected chain chunks. The prediction carries a starting 

point in the byte stream (i.e., offset) and the identity of 

several subsequent chunks (PRED command). 

 Upon a successful prediction, the sender responds 

with a PRED-ACK confirmation message. Once the PRED-

ACK message is received and processed, the receiver copies 

the corresponding data from the chunk store to its TCP input 

buffers, placing it according to the corresponding sequence 

numbers. At this point, the receiver sends a normal TCP 

ACK with the next expected TCP sequence number. In case 

the prediction is false, or one or more predicted chunks are 

already sent, the sender continues with normal operation, 

e.g., sending the raw data, without sending a PRED-ACK 

message 

1) Proc. 1: Receiver Segment Processing: 

1) if segment carries payload data then 

2) calculate chunk 

3) if reached chunk boundary then 

4) activate predAttempt() 

5) end if 

6) else if PRED-ACK segment then 

7) processPredAck() 

8) activate predAttempt() 

9) end if 

2) Proc. 2: predAttempt(): 

1) if received chunk matches one in chunk store then 

2) if foundChain(chunk) then 

3) prepare PREDs 

4) send single TCP ACK with PREDs according to 

Options free space 

5) exit 

6) end if 

7) else 

8) store chunk 

9) link chunk to current chain 

10) end if 

11) send TCP ACK only 

3) Proc. 3: processPredAck(): 

1) for all offset PRED-ACK do 

2) read data from chunk store 

3) put data in TCP input buffer 

4) end for 

C. Sender Algorithm: 

When a sender receives a PRED message from the receiver, 

it tries to match the received predictions to its buffered (yet 

to be sent) data. For each prediction, the sender determines 

the corresponding TCP sequence range and verifies the hint. 

Upon a hint match, the sender calculates the more 

computationally intensive SHA-1 signature for the predicted 

data range and compares the result to the signature received 

in the PRED message. Note that in case the hint does not 

match, a computationally expansive operation is saved. If 

the two SHA-1 signatures match, the sender can safely 

assume that the receiver’s prediction is correct. In this case, 

it replaces the corresponding outgoing buffered data with a 

PRED-ACK message. 

 
Fig. 2: Sender algorithms (a) Filling the prediction queue. 

(b) Processing the prediction queue and sending PRED-

ACK or raw data. 

Fig. 2 illustrates the sender operation using state machines 
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 Fig. 2(a) describes the parsing of a received PRED 

command. Fig. 2(b) describes how the sender attempts to 

match a predicted range to its outgoing data. First, it finds 

out if this range has been already sent or not. In case the 

range has already been acknowledged, the corresponding 

prediction is discarded. Otherwise, it tries to match the 

prediction to the data in its outgoing TCP buffers. 

D. Wire Protocol: 

In order to conform with existing firewalls and minimize 

overheads, we use the TCP Options field to carry the PACK 

wire protocol. It is clear that PACK can also be 

implemented above the TCP level while using similar 

message types and control fields. 

 Fig. 3 illustrates the way the PACK wire protocol 

operates under the assumption that the data is redundant. 

First, both sides enable the PACK option during the initial 

TCP handshake by adding a PACK permitted flag (denoted 

by a bold line) to the TCP Options field. Then, the sender 

sends the (redundant) data in one or more TCP segments, 

and the receiver identifies that a currently received chunk is 

identical to a chunk in its chunk store. The receiver, in turn, 

triggers a TCP ACK message and includes the prediction in 

the packet’s Options field. Last, the sender sends a 

confirmation message (PRED-ACK) replacing the actual 

data[1][2]. 

 
Fig. 3: PACK wire protocol in a nutshell. 

IV. OPTIMIZATION 

A. Adaptive Receiver Virtual Window: 

When a local or temporary copy is available, predictive 

ACK enable the receiver side to locally capture the sender 

data, thus it eliminates the requirement through the network, 

to send this information [1][2][4]. In this term the receiver’s 

fetching of that recent local data as the reception of visual 

data. 

B. Cloud Server Acting as a Receiver: 

In a developing trend, cloud computing storage is getting a 

dominant player from backup of store and sharing of data 

services to the American National Library and e –mail 

services [7]. The cloud is used often as the receiver of the 

data in most of these Services. 

C. Hierarchal Approach: 

If changes in the information are scattered, predictive 

ACK’s receiver side based mode is less efficient. The 

Prediction continuation is frequently interrupted, in this 

scenario. In this turn, it forces the sender to retransmit to the 

raw data transmission until a new comparison is found at the 

receiver side and it reported back to the sender Side [9]. The 

Predictive ACK hierarchal mode of operation is presented, 

to that end. 

V. CONCLUSION 

We present a novel receiver-based end-to-end TRE solution 

that relies on the power of reductions to eliminate redundant 

traffic between the cloud and its end-users. The solution to 

this is that, each receiver observes the incoming stream and 

tries to match its chunks with a previously received chunk 

chain or a chunk chain of a local file. 
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