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Abstract — In this era, we are living in the world where a 

large percentage of population is dependent on the internet 

or World Wide Web. Distributed system is a collection of 

computer that act or work and appear as one large computer. 

A number of distributed computing projects are present on 

the internet that works on complex problems by sharing the 

processing power. Distributed system is one in which 

components located at networked computers communicate 

and co-ordinate their actions only by passing messages. 
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I. INTRODUCTION 

Networks of computer are everywhere. The internet is the 

only one, as are the many networks of which are composed. 

Corporate networks, factories networks, home network, 

mobile phone networks, campus networks etc. all of these 

either separately or in combination, share the essential 

characteristics that make them relevant for studying under 

the term Distributed system. 

A distributed system is a collection of independent 

computers that appear to the users of the system as a single 

coherent system. Various types of distributed systems and 

applications have been developed and are being used 

extensively in the real world. Leslie Lamport – a famous 

researcher on timing, message ordering, and clock 

synchronization in distributed systems once said that ―A 

distributed system is one on which I cannot get any work 

done because some machine I have never heard of has 

crashed― reflecting on the huge number of challenges faced 

by distributed system designers. Despite these Challenges, 

the benefits of distributed systems and applications are 

many, making it worthwhile to pursue. Over the last 35 

years, computer science researchers have built many 

distributed Systems and studied issues such as concurrency, 

failure recovery, and naming. The theory is also 

supplemented by growing body of experience from industry, 

commerce, and government. Now the question arises Why 

distributed systems? Availability of powerful yet cheap 

microprocessors (PCs,workstations, PDAs, embedded 

systems, etc.) continuing advances in communication 

technology. 

II. SOME EXAMPLES OF DISTRIBUTED SUSTEM 

 The world wide web – information, resource sharing 

 Clusters, Network of workstations 

 Distributed manufacturing system (e.g. automated 

assembly line) 

 Network of branch office computers -Information system 

to handle automatic processing of orders 

 Network of embedded systems 

 New Cell processor (PlayStation 3) 

III. FEATURES 

Distributed storage systems such as NFS (Network File 

System) provide users with a unified view of data stored on 

different file systems and computers which may be on the 

same or different networks. 

The main features of a distributed system include [1] [2]: 

• Functional Separation: - Based on the 

functionality/services provided, capability and purpose of 

each entity in the system. 

• Inherent distribution: - Entities such as information, 

people, and systems are inherently distributed. For example, 

different information is created and maintained by different 

people. This information could be generated, stored, 

analyzed and used by different systems or applications 

which may or may not be aware of the existence of the other 

entities in the system. 

• Reliability: - Long term data preservation and backup 

(replication) at different locations. 

• Scalability: - Addition of more resources to increase 

performance or availability. 

• Economy: - Sharing of resources by many entities to help 

reduce the cost of ownership. 

Various kinds of distributed systems operate today, each 

aimed at solving different kinds of problems. The challenges 

faced in building a distributed system vary depending on the 

requirements of the system. In general, however, most 

systems will need to handle the following issues [1] [2]: 

• Heterogeneity: - Various entities in the system must be 

able to interoperate with one another, 

Despite differences in hardware architectures, operating 

systems, communication protocols, programming languages, 

software interfaces, security models, and data formats. 

• Transparency: - The entire system should appear as a 

single unit and the complexity and 

Interactions between the components should be typically 

hidden from the end user. 

• Fault tolerance and failure management: - Failure of one or 

more components should not bring down the entire system, 

and should be isolated. 

• Scalability: - The system should work efficiently with 

increasing number of users and addition of a resource should 

enhance the performance of the system. 

• Concurrency: - Shared access to resources should be made 

possible. 

• Openness and Extensibility: - Interfaces should be cleanly 

separated and publicly available to enable easy extensions to 

existing components and add new components. 

• Migration and load balancing: - Allow the movement of  
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tasks within a system without affecting the operation of 

users or applications, and distribute load among available 

resources for improving performance. 

• Security: - Access to resources should be secured to ensure 

only known users are able to perform allowed operations. 

Several software companies and research institutions have 

developed distributed computing technologies that support 

some or all of the features. 

IV. ORGANIZATION OF A DISTRIBUTED 

SYSTEM 

 
Fig. 1: Distributed system 

A distributed system organized as middleware. Note that the 

middleware layer extends over multiple machines. 

V. TRANSPARENCY 

How to achieve the single-system image? i.e., how to make 

a collection of computers appear as a single computer. 

• Hiding all the distribution from the users as well as the 

application programs can be achieved at two levels: 

1)Hide the distribution from users 

2)At a lower level, make the system look transparent to 

programs. 

Both points require uniform interfaces such as access to 

files, communication. 

VI. THE DISTRIBUTED SYSTEMS VIEW OF 

NAMING 

During the last quarter of the twentieth century, the 

distributed systems research community ran up against 

many naming problems. The basic algorithm used to bind 

names to addresses is known as rendezvous: the principal 

exporting a name advertises it somewhere, and the principal 

seeking to import and use it searches for it. Obvious 

examples include phone books and directories in file 

systems. However, the distributed systems community soon 

realized that naming can get fiendishly complex, and the 

lessons learned are set out in a classic article by Needham 

[587]. I’ll summarize the main points, and look at which of 

them apply to secure systems. 

A.  

The function of names is to facilitate sharing. This continues 

to hold: my bank account number exists in order to provide 

a convenient way of sharing the information that I deposited 

money last week with the teller from whom I am trying to 

withdraw money this week. In general, names are needed 

when the data to be shared is changeable. If I only ever 

wished to withdraw exactly the same sum as I’d deposited, a 

bearer deposit certificate would be fine. Conversely, names 

need not be shared—or linked—where data will not be; 

there is no need to link my bank account number to my 

telephone number unless I am going to pay my phone bill 

from the account. 

B.  

The naming information may not all be in one place, so 

resolving names brings the entire general problems of a 

distributed system. This holds with a vengeance. A link 

between a bank account and a phone number assumes both 

of them will remain stable. When each system relies on the 

other, an attack on one can affect both. In the days when 

electronic banking was dial-up rather than Web-based, a 

bank that identified its customers using calling-line ID was 

vulnerable to attacks that circumvented the security of the 

telephone exchange (such as tapping into the distribution 

frame in an apartment block, hacking a phone company 

computer, or bribing a phone company employee). 

C.  

It is bad to assume that only so many names will be needed. 

The shortage of IP addresses, which motivated the 

development of IP version 6 (IPv6), is well enough 

discussed. What is less well known is that the most 

expensive upgrade that the credit card industry ever had to 

make was not Y2K remediation, but the move from 13-digit 

credit card numbers to 16. Issuers originally assumed that 13 

digits would be enough; but the system ended up with tens 

of thousands of banks (many with dozens of products), so a 

6-digit bank identification number (BIN number) was 

needed. Some card issuers have millions of customers, so a 

9-digit account number is the norm. And there’s also a 

check digit (a linear combination of the other digits, which 

is appended to detect errors). 

D.  

Global names buy you less than you think. For example, the 

128-bit addresses planned for IPv6 can enable every object 

in the universe to have a unique name. However, for us to 

do business, a local name at my end must be resolved into 

this unique name and back into a local name at your end. 

Invoking a unique name in the middle may not buy us 

anything; it may even get in the way if the unique naming 

service takes time, costs money, or occasionally fails (as it 

surely will). In fact, the name service itself will usually have 

to be a distributed system, of the same scale (and security 

level) as the system we’re trying to protect. So we can 

expect no silver bullets from this quarter. One reason the 

banking industry is wary of initiatives to set up public key 

infrastructures which would give each citizen the electronic 

equivalent of an ID card, is that banks already have unique 

names for their customers (account numbers). Adding an 

extra number does little good, but it has the potential to add 

extra costs and failure modes. 

E.  

Names imply commitments, so keep the scheme flexible 

enough to cope with organizational changes. This sound 

principle was ignored in the design of Cloud Cover, the 

U.K. government’s key management system for secure 
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email [50]. There, principals’ private keys are generated by 

encrypting their names under departmental master keys. So 

reorganizations mean that the security infrastructure must be 

rebuilt. 

F.  

Things are made much simpler if an incorrect name is 

obvious. In standard distributed systems, this enables us to 

take a liberal attitude toward caching. In payment systems, 

credit card numbers may be accepted while a terminal is 

offline as long as the credit card number appears valid (i.e., 

the last digit is a proper check digit of the first 15) and is not 

on the hot-card list. Certificates provide a higher-quality 

implementation of the same basic concept. 

VII. TECHNOLOGIES OF DISTRIBUTED 

COMPUTING 

Over the years, technologies such as CORBA and DCOM 

have provided the means to build distributed component-

based systems. Such technologies allow systems to 

interoperate at the component level, by providing a software 

layer and protocols that offer the interoperability needed for 

components developed in different programming languages 

to exchange messages. However, such technologies present 

scalability issues when applied to, for instance, the Internet 

and some restrict the developer to a specific programming 

language. Hence, approaches based on Web protocols and 

XML (extensible Markup Language) have been proposed to 

allow interoperable distributed systems irrespective the 

programming language in which they are developed. Web 

Services are based on XML and provide a means to develop 

distributed systems that follow a Service Oriented 

Architecture (SOA). Services are described in an XML 

based dialect (WSDL). In a similar fashion, the request and 

reply messages exchanged in such systems are formatted 

according to the Simple Object Access Protocol (SOAP). 

SOAP messages can be encoded and transmitted by using 

Web protocols such as the Hypertext Transfer Protocol 

(HTTP). Various industrial technologies and application 

platforms such as .NET from Microsoft, J2EE from Sun, 

WehSphere from IBM are targeted at supporting the 

development of applications based on Web Services. Along 

with Web Services, Grid computing is another emerging 

paradigm for creating wide-area distributed applications. 

Web Services are foundation technologies that can be used 

in building many types of distributed systems and 

applications including Grid systems. Web Services are in the 

core of the current implementations of Grid technologies 

such as Globus from Argonne National Laboratory in USA 

and the Gridbus from the University of Melbourne, 

Australia. Grid computing scales from an 

enterprise/organization to a global level. Global Grids are 

established over the public Internet infrastructure, and are 

characterized by a global presence, comprise of highly 

heterogeneous resources, present sophisticated security 

mechanisms, focus on single sign-on and are mostly batch-

job oriented. 

To enable global Grids, one requirement is that current 

enterprise and campus Grids are able to interoperate. 

Enterprise and campus Grids consist of resources spread 

across an enterprise and provide services to users within that 

organization and are managed by a single administrative 

domain. Such Grids are more concerned with cycle stealing 

from unused desktops and use virtualization of resources in 

order to provide better means to manage and utilize them 

within an enterprise. For example, Oracle 10g uses a 

virtualization approach to split data storage from the 

database transaction and process layer. However, scalability 

and the design of security mechanisms are not as difficult as 

they are for global Grids. 

VIII. CONCLUSION 

Distributed systems have been an important part of peoples 

lives as a result of innovations in the recent past in the area 

of Web-based applications, and will continue to make a 

serious impact in the future. Emerging technologies such as 

Grids will drive the next wave of innovation enabling the 

creation of applications that deliver IT as the 5th utility after 

water, electricity, gas, and the telephone. In conclusion, 

distributed computing is a very broad area with vast 

potential to improve efficiency of business processes and 

quality of life. 
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