
IJSRD - International Journal for Scientific Research & Development| Vol. 14, Issue 2, 2026 | ISSN (online): 2321-0613 

 

All rights reserved by www.ijsrd.com 107 

EduNavigator: An AI-Powered Career Counseling & College 

Recommendation Platform Integrating On-Premise Large Language 

Models, Adaptive Assessment, & Real-World Cutoff Data 

Pranav Rane1 Prem Patil2 Vrushali Thombre3 Vipul Padwal4 

1,2,3,4Department of Computer Science & Engineering (AI and ML) 
1,2,3,4

 Vishwaniketan’s Institute of Management Entrepreneurship and Engineering Technology 

(VIMEET) Raigad, India

Abstract — India’s competitive entrance examination 

ecosystem creates a persistent advisory bottleneck: millions 

of students annually make high-stakes academic decisions 

with minimal personalized guidance. This paper presents 

EduNavigator, a full- stack, AI-driven web platform built 

with Node.js, Express.js, MongoDB, and EJS that integrates 

three AI providers — a locally deployed Llama 3 model via 

Ollama, the Groq cloud inference API, and the Google 

Gemini API — to deliver intelligent career counseling, visual 

roadmap generation, adaptive skill assessment, and score-

based college recommendations. Unlike cloud-only 

solutions, EduNavigator processes latency-sensitive 

inference on- premise, guaranteeing student data privacy and 

eliminating recurring AI expenditure. The platform unifies 

eight feature modules: an AI chatbot with PDF resume 

analysis and Mer- maid.js visual career roadmaps; an AI 

career trend predictor; a 60-mark adaptive quiz engine with 

multi-dimensional radar analytics; a CET/JEE college 

recommender backed by a verified seven-year cutoff dataset 

(2018–2025); a real-time WebSocket leaderboard; a 

scholarship finder; a project-based learning tracker; and a 

Gemini-powered study-abroad advisor. Security is enforced 

through Passport.js local and Google OAuth 2.0 

authentication, Helmet.js HTTP hardening, Express rate 

limiting, and MongoDB sanitization. A user acceptance study 

with twenty student participants yielded an 88% AI 

counseling satisfaction rate (average Likert score 4.1/5), 85% 

college recommendation relevance, and a 90% platform 

recommendation rate. This work contributes a reproducible, 

open-source reference architecture for scalable, privacy-

preserving AI-driven academic advisory in resource- 

constrained educational institutions. 
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I. INTRODUCTION 

India’s higher education sector is the world’s largest by 

enrolment, accommodating over 43 million students across 

1,113 universities and more than 43,000 colleges [1]. Within 

this ecosystem, the transition from secondary school to higher 

education is mediated by highly competitive entrance 

examinations: over 1.5 million students appear annually for 

the Joint Entrance Examination (JEE), and approximately 4 

million for state-level Common Entrance Tests (CET) [1]. 

The stakes are substantial —the college and branch chosen at 

this juncture strongly predicts a student’s career trajectory, 

starting salary, and professional network. Despite the scale of 

this challenge, structured academic counseling remains 

inaccessible to the majority of students. A 2022 National 

Sample Survey revealed that 63% of Class 12 students report 

feeling uninformed about viable career options beyond a 

handful of popular streams [2]. Professional career 

counselors charge between INR 5,000 and INR 50,000 per 

session and are disproportionately concentrated in 

metropolitan areas, placing quality guidance beyond the 

reach of students in Tier-2 and Tier-3 cities who constitute 

over 70% of all entrance exam aspirants [3]. The digital 

EdTech landscape offers partial relief. Platforms such as 

Shiksha.com, Careers360, and CollegeDekho aggregate 

college information and provide basic filtering by course and 

location. However, they share critical structural limitations: 

none offers AI-driven conversational counseling, adaptive 

skill assessment, real cutoff-validated college matching, or 

resume feedback. Their revenue models depend on 

advertising and paid promotion by colleges, creating inherent 

conflicts of interest in recommendation quality. Recent 

advances in open-weight Large Language Models (LLMs), 

particularly Meta’s Llama 3 series [4], combined with local 

inference runtimes such as Ollama [5], have made it 

technically and economically feasible to deploy high-quality 

conversational AI entirely on-premise on commodity 

hardware. Simultaneously, fast cloud inference services such 

as Groq [6] and multimodal APIs such as Google Gemini [7] 

offer complementary capabilities that can be integrated into a 

unified advisory system. This paper presents EduNavigator, 

an open-source, fullstack web platform that directly addresses 

the career guidance deficit by unifying eight feature modules 

in a single, secure, cost-effective application. The primary 

technical contributions of this work are: 

1) A multi-provider AI inference architecture that uses on-

premise Llama 3 (via Ollama) for latency-sensitive 

counseling tasks, Groq API for fast supplementary cloud 

inference, and Google Gemini for multimodal study- 

abroad guidance — with graceful fallback between 

providers.  

2) Mermaid.js visual career roadmap generation as a 

downstream LLM task, converting free-text career 

queries into interactive SVG flowcharts rendered client-

side.  

3) A college recommendation engine powered by a verified, 

seven-year JEE cutoff dataset (2018–2025), a curated 

Maharashtra college database, and a weighted 

multifactor scoring formula.  

4) A production-grade security architecture combining 

Passport.js (local + Google OAuth 2.0), Helmet.js, 

Express rate limiting, bcrypt password hashing, and 

MongoDB sanitization.  

5) An empirical evaluation of Llama 3 performance on 

career counseling quality, salary prediction accuracy, 
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and JSON-structured output reliability in the Indian 

educational context.  

The remainder of this paper is structured as follows. 

Section II surveys related work. Section III describes the 

system architecture. Section IV details the security design. 

Section V presents module-level implementations. Section 

VI describes the datasets used. Section VII reports 

experimental evaluation. Section VIII discusses findings and 

limitations. Section IX concludes with future directions. 

II. RELATED WORK 

A. AI-Driven Career Advisory Systems 

Early AI advisory systems for career guidance relied on rule-

based expert systems, decision trees, and keywordmatching 

algorithms. While structurally transparent, these systems 

suffered from poor handling of ambiguous natural language 

queries and required extensive hand-crafted knowledge bases 

[8].  

The shift toward deep learning brought embedding-

based recommendation models that significantly improved 

relevance. Zhang et al. [8] conducted a comprehensive survey 

of deep learning recommender systems, categorizing 

approaches into collaborative filtering, content-based 

filtering, and hybrid models, and demonstrating that neural 

approaches consistently outperform classical matrix 

factorization methods on sparse interaction data.  

Xu et al. [9] applied transformer-based architectures 

to skilljob matching, achieving F1 scores above 0.87 on 

industry benchmarks—a 14-point improvement over TF-IDF 

baselines. Their work established that attention mechanisms 

effectively capture the contextual relationships between 

heterogeneous skill sets and job requirements.  

For college recommendation specifically, 

Chakraborty et al. [10] proposed a hybrid content-based and 

collaborative filtering recommender incorporating student 

GPA, entrance exam scores, and stated preferences. Their 

system achieved 79% acceptance-rate satisfaction in a 150-

student evaluation, but did not integrate natural language 

advisory or real-time cutoff validation 

B. Large Language Models in Education 

The emergence of GPT-3 [11] marked a turning point for AI 

in education, demonstrating that large-scale pre-trained 

models can generalize to educational tasks—including 

question answering, tutoring dialogue, and study plan 

generation—with minimal task-specific fine-tuning.  

Kung et al. [12] conducted a controlled field study applying 

GPT-4 to personalized study plan generation, finding 78% 

student satisfaction and a statistically significant 

improvement in self-reported study consistency. Ramesh and 

Santy [13] explored automated essay scoring with LLMs, 

reporting a 0.84 Pearson correlation with human expert 

raters— comparable to inter-rater reliability between human 

graders.  

Touvron et al. [14] introduced Llama 2, the first 

fully open-weight model family to match or exceed GPT-3.5 

on instruction-following benchmarks, enabling on-premise 

deployment without licensing constraints. The subsequent 

Llama 3 release [4] extended this capability with significantly 

improved reasoning, multilingual coverage, and structured 

output reliability — qualities directly relevant to career 

counseling applications. 

C. Local LLM Inference Frameworks 

Ollama [5] provides a containerized runtime for locally 

executing quantized LLMs via a REST API compatible with 

the OpenAI API specification. The Q4 K M quantization of 

Llama 3 8B reduces the model’s memory footprint to 

approximately 4.7 GB, enabling deployment on 

consumergrade hardware without a discrete GPU. This 

democratizes LLM access for educational institutions in India 

that lack cloud infrastructure budgets.  

Groq’s Language Processing Unit (LPU) 

architecture delivers inference latencies below 500 ms for 

7B-parameter models [6], making it suitable for real-time 

interactive applications when local hardware is insufficient. 

D. Gaps in Existing Work 

The review identifies three major gaps that EduNavigator 

directly targets. First, no existing platform integrates such 

LLM counseling with real entrance-exam cutoff data and 

adaptive skill assessment in a unified system. Second, visual 

career roadmap generation from natural language queries — 

using LLM-generated Mermaid.js syntax rendered client-side 

— has not been explored in prior educational advisory 

literature. Third, the multi-provider AI strategy (local + cloud 

fallback) for graceful degradation in resource-constrained 

environments represents a novel architectural contribution for 

EdTech deployments. 

III. SYSTEM ARCHITECTURE 

A. Overview 

EduNavigator adopts a four-tier architecture that extends the 

classical Model-View-Controller (MVC) pattern with a 

dedicated AI inference tier. This separation of concerns 

allows independent scaling of computational resources and 

enables the multi-provider AI strategy without coupling AI 

logic to business logic. This shrinks are summarized in Table 

I. 
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Fig. 1: System architecture of EdTech

 

Tier Technology Responsibility 

Presentation 
EJS + CSS + 

Mermaid.js 

Server-rendered 

HTML; SVG roadmap 

diagrams; responsive 

UI 

Application 
Node.js v18 + 

Express.js 4.x 

HTTP routing; 

middleware pipeline; 

session management; 

business logic 

AI 

Inference 

Ollama (Llama 

3) + Groq SDK 

+ Gemini API 

Multi-provider LLM 

inference with 

prioritybased fallback 

Data 
MongoDB 6.0 + 

Mongoose 8.x 

Document persistence; 

aggregation pipelines; 

schema validation 

Table I: Technology Stack 

B. Request Lifecycle 

A typical AI-dependent request traverses the system as 

follows. The student’s browser submits an HTTP request to 

the Express.js router. A chain of Express middleware — 

session validation, rate-limit check, input sanitization, and 

role-based access control — processes the request before it 

reaches the route controller. The controller constructs a 

structured prompt from the validated input, determines the 

optimal AI provider based on task type and availability, and 

dispatches the inference request. For conversational and 

resume tasks, the request goes to the local Ollama instance at 

localhost:11434; for career trend prediction requiring 

structured JSON output with high reliability, the request is 

sent to the Groq API; for multimodal study-abroad guidance, 

the Gemini API is used. The controller post-processes the 

LLM response and renders the appropriate EJS template, 

which the browser receives as a complete HTML page  

C. Technology Stack 

The complete dependency set, verified from package.json in 

the project repository, reflects a production-grade Node.js 

configuration. Table II enumerates the primary packages and 

their roles 

Package Version Role 

express 4.19.x 
HTTP routing & 

middleware 

mongoose 8.6.x MongoDB ODM 

passport 0.7.x 
Authentication 

framework 

passport-local-

mongoose 
8.0.x Local auth with bcrypt 

passport-google-

oauth20 
2.0.x Google OAuth 2.0 

helmet 8.2.x HTTP security headers 

express-rate-limit 8.1.x API abuse prevention 

express-mongo-

sanitize 
2.2.x NoSQL injection guard 

multer 1.4.x MultipartPDFupload 

Table II Key Dependencies from Package.Json 

IV. SECURITY ARCHITECTURE 

Security is a first-class concern in EduNavigator given that 

the platform handles sensitive student data including 

resumes, academic scores, and personal profiles. The security 

architecture applies defense-in-depth across five distinct 

layers.  

− Authentication. Passport.js is configured with two strate 

gies. The passport-local-mongoose strategy man ages 

username/password registration and login, with pass 

words hashed using bcrypt at a work factor of 10. The 

passport-google-oauth20 strategy implements the OAuth 
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2.0 Authorization Code flow, enabling one-click Google 

Sign-In without storing any Google credentials. A ded 

icated passport.js module at the project root centralizes 

strategy configuration and user 

serialization/deserialization. 

− HTTP Security Headers. Helmet.js v8.1 is mounted as 

global middleware, automatically configuring eleven 

HTTP response headers: Content-Security-Policy, X-

Frame-Options, X-Content-Type-Options, Strict-

Transport-Security, Referrer-Policy, and six additional 

headers that mitigate clickjacking, MIME sniffing, and 

cross-site scripting vectors.  

− Rate Limiting. express-rate-limit applies per-IP 

throttling to all API routes, with a configurable window 

and request ceiling to prevent brute-force attacks on 

authentication endpoints and abuse of computationally 

expensive AI infer ence routes.  

− Database Protection. express-mongo-sanitize strips $-

prefixed keys from all request bodies, query strings, and 

URL parameters before they reach Mongoose, 

preventing MongoDB operator injection attacks. 

Mongoose schema-level validation provides a second 

line of defence, rejecting documents that do not conform 

to defined type and constraint specifications.  

− Secrets Management. All sensitive configuration val ues 

— MONGO_URI, SESSION_SECRET, 

GROQ_API_KEY, GEMINI_API_KEY, and 

GOOGLE_CLIENT_ID/SECRET —are stored in a .env 

file loaded at runtime by dotenv and explicitly excluded 

from version control via .gitignore. Session cookies are 

configured with httpOnly: true and secure: true flags in 

production to prevent client-side JavaScript access and 

cleartext transmission. 

V. MODULE IMPLEMENTATION 

A. AI Chatbot with Resume Analysis and Roadmap 

Generation 

The chatbot module is implemented in routes/chatbot.js and 

served by a ChatGPT-style interface with a collapsible 

sidebar listing all historical sessions. Three capabilities are 

exposed through a unified input interface.  

Resume Analysis. Students upload a PDF resume 

via a drag and-drop zone backed by Multer. The uploaded file 

is passed to pdf-parse, which extracts raw UTF-8 text 

including all sections, bullet points, and formatting markers. 

The extracted text is injected into a structured prompt that 

instructs Llama 3 to evaluate the resume across five 

dimensions: (1) skills relevance to the stated target role, (2) 

project depth and speci f icity, (3) presence of quantifiable 

achievements, (4) formatting clarity and section 

completeness, and (5) language quality and grammar. The 

model returns a JSON object containing an overall score (0–

100), a per-dimension score array, and a prioritized list of 

specific improvement suggestions. Median end-to-end 

latency — including PDF extraction, LLM infer ence, and 

JSON parsing — was measured at 12.7 seconds on the 

reference hardware.  

Visual Career Roadmaps. When a student queries a 

career path (e.g., “How do I become a machine learning 

engineer?”), the system prompt explicitly instructs Llama 3: 

“Respond ONLY with a valid Mermaid.js flowchart in graph 

TD format. Do not include any prose before or after the 

diagram code block.” A server-side regular expression 

extractor isolates the code block bounded by ‘‘‘mermaid 

delimiters. The extracted Mermaid syntax is injected as a 

JavaScript string into the EJS template. On page load, the 

client-side Mermaid.js v10 library renders the syntax into an 

interactive, zoomable SVG diagram that the student can save 

as an image.  

Session Persistence. Each conversation is stored as 

a ChatSession MongoDB document with the schema: 

{userId, title, messages: [{role, content, timestamp}], 

createdAt, updatedAt}. Session titles are auto-generated by 

making a second Llama 3 call on the first user message with 

the instruction to produce a 4–5 word summary. The sidebar 

renders all historical sessions, enabling students to resume 

prior counseling threads. 

B. AI Career Trend Predictor 

The career trend predictor is the primary use case for the Groq 

API integration, leveraging its sub-500ms inference latency 

for real-time interactive output. 

The Node.js controller wraps the JSON parsing in a 

try catch with a regex fallback that attempts to extract the 

JSON object from prose-contaminated responses. Across 55 

test queries spanning diverse career domains, the parse 

success rate was 96.4%. Parsed salary predictions were 

validated against 2023 NASSCOM India salary survey data 

for 12 IT roles, yielding a Mean Absolute Percentage Error 

(MAPE) of 14.3% —within acceptable bounds for directional 

guidance. 

C. Adaptive Quiz and Analytics Engine 

The quiz engine administers a 60-question assessment stored 

in MongoDB with per-question metadata including di 

mension tag, difficulty level (Easy/Medium/Hard), and 

correct answer index. Questions are distributed across four 

cognitive dimensions aligned with standard aptitude test 

frameworks:  

− Quantitative Aptitude (20 questions): Arithmetic, al 

gebra, data interpretation, and numerical reasoning prob 

lems at CAT/CET difficulty level.  

− Verbal Reasoning (15 questions): Reading compre 

hension, vocabulary, sentence correction, and analogy 

completion.  

− Logical Reasoning (15 questions): Pattern recognition, 

syllogisms, blood relations, and coding-decoding.  

− Domain Knowledge (10 questions): Engineering funda 

mentals tailored to the student’s declared branch or 

career interest.  

Each QuizAttempt MongoDB document records the 

complete response vector [qi: responseIndex, timestamp, 

isCorrect] alongside computed fields: total score, per-

dimension raw score, and elapsed time.  

Post-attempt analytics are computed via a 

MongoDB aggregation pipeline. The peer percentile is 

determined by: 

𝑃𝑘  =  
|{𝑎 ∈  𝐴: 𝑠𝑐𝑜𝑟𝑒(𝑎)  <  𝑠𝑐𝑜𝑟𝑒(𝑘)}|

|𝐴|
  × 100  
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where A is the set of all previous attempts and k is 

the current attempt. The analytics page renders a radar chart 

(built with Chart.js) showing dimension-wise normalized 

scores, a historical score trend line chart, a peer comparison 

bar, and an auto-generated remediation priority list that sorts 

dimensions by score ascending and appends curated 

YouTube study resources discovered via the yt-search 

library. Real time leaderboard position updates are pushed to 

all connected clients via a WebSocket server (ws v8.18) 

without requiring page refresh. 

D. College Recommendation Engine 

The college recommendation engine is the most data 

intensive module, combining two real-world datasets with an 

algorithmic scoring model.  

− Data Sources. all_colleges_data.json contains a curated 

database of Maharashtra engineering colleges with f 

ields including institution name, location, affiliated 

university, available branches, annual fee, NIRF ranking, 

placement statis tics, and CET minimum cutoff 

percentiles by branch and cat egory. 

merged_jee_cutoff_2018_2025.csv contains verified 

JEE Advanced and JEE Main opening and closing ranks 

for IITs, NITs, IIITs, and GFTIs across all branches and 

category combinations for seven academic years, 

ingested into MongoDB via fill_jee.js and csv-parser.  

− Scoring Algorithm. Students submit a profile including 

CET/JEE percentile, preferred branch (multi-select), 

preferred state, and maximum acceptable annual fee. A 

MongoDB aggregation pipeline first applies a hard 

eligibility filter: 

𝐸𝑙𝑖𝑔𝑖𝑏𝑙𝑒(𝑐) =  {
 1  𝑖𝑓 𝑃𝑠𝑡𝑢𝑑𝑒𝑛𝑡 ≥  𝐶𝑚𝑖𝑛(𝑐)

0      𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
 

Over the eligible set, a composite match score is computed:  

𝑆𝑐  =  𝑤1(𝑃 − 𝐶𝑚𝑖𝑛) + 𝑤2𝐵 + 𝑤3(1 − 𝐹) + 𝑤4𝑅 

where P is the student percentile, Cmin is the branch 

specific minimum cutoff, B ∈ {0,1} indicates branch pref 

erence match, F = Factual/Fmax is the normalized fee ratio, 

and R is the NIRF rank score normalized to [0,1]. The weights 

w1 = 0.35, w2 = 0.30, w3 = 0.20, w4 = 0.15 were empirically 

tuned through iterative user feedback during the pilot study. 

Colleges are ranked by Sc descending and returned as 

paginated cards displaying all relevant metadata plus a direct 

link to the official admissions portal. 

E. Study Abroad Advisor 

The study-abroad module leverages the Google Gemini API’s 

multimodal reasoning capability to provide contextu alized 

international university guidance. Students input their 

academic profile, target country, and intended degree level. 

The Gemini API generates a structured response covering 

recommended universities with approximate entry require 

ments, estimated total cost of attendance, scholarship op 

portunities (GRE waiver, TA/RA positions, country-specific 

fellowships), visa requirements, and an application timeline. 

Multiple iterative EJS template versions in the repository 

(study_abroad_e155c6d.ejs, old_v2, old_v3) re f lect an 

active development history refining the information 

architecture of this module. 

F. Scholarship Finder 

The scholarship database is seeded via seedScholarships.js 

and contains records with eligibility criteria fields including: 

income threshold, caste category (General/OBC/SC/ST), 

merit percentage cutoff, home state, stream (Engineering/ 

Medical/Arts/Science), and application deadline. Students 

complete a short eligibility questionnaire; a MongoDB query 

with compound index f ilters returns matched scholarships 

ranked by deadline proximity. Nodemailer is used to dispatch 

email reminders for approaching scholarship deadlines to 

subscribed users. 

G. Educational Video Integration 

A distinctive feature of EduNavigator is the integration of 

curated YouTube educational resources via the yt-search 

v2.13 library. Following quiz completion, the analytics 

engine identifies the two lowest-scoring dimensions and 

automatically queries YouTube for high-quality tutorial 

content matching the specific sub-topic. Video results — 

including thumbnail, channel, duration, and view count — are 

embedded directly in the analytics page, enabling students to 

begin remedial study immediately without leaving the 

platform 

VI. DATASETS 

A EduNavigator relies on two primary real-world datasets, 

both collected, verified, and hosted within the repository:  

Maharashtra College Database. 

all_colleges_data.json contains structured records for 

engineering colleges in Maharashtra affiliated with the 

University of Mumbai, Pune University, Dr. BATU, RTM 

Nagpur University, and SPPU. Each record includes 

institution name, district, AICTE approval status, available 

branches (up to 12 per institution), annual tuition fee in INR, 

latest NIRF rank (where applicable), average campus 

placement package, and CET-category-wise minimum 

percentile cutoffs for the most recent academic year.  

JEE Cutoff Time-Series Dataset. 

merged_jee_cutoff_2018_2025.csv is a seven year dataset of 

JEE Advanced and JEE Main Opening Rank and Closing 

Rank data for all centrally allocated institutions (IITs, NITs, 

IIITs, GFTIs). The dataset covers 23,000+ branch-category-

institute-year combinations and was assembled by merging 

JoSAA counselling data across seven academic cycles. It 

enables trend-based cutoff prediction in addition to current-

year filtering, a planned enhancement for the next platform 

version. 

VII. EXPERIMENTAL EVALUATION 

A. Experimental Setup 

EduNavigator was deployed on a standard develop ment/local 

server (Intel Core i7-8750H, 16 GB DDR4 RAM, 512 GB 

NVMe SSD, no discrete GPU, Ubuntu 22.04.3 LTS) running 

Ollama v0.1.x with the Llama 3 8B model quantized to Q4 K 

M format (on-disk size: 4.7 GB, RAM usage: 5.1 GB during 

inference). The Node.js application server and MongoDB 6.0 

instance ran concurrently on the same host. 
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B. User Study 

A User Acceptance Testing (UAT) study was conducted with 

N = 20 voluntary participants: 12 male and 8 female students 

aged 17–21, comprising Class 12 students preparing for 

CET/JEE and first-year B.E. students from two engineering 

colleges in Khalapur and Panvel, Maharashtra. Participants 

used the platform for 45–60 minutes, completing at least one 

quiz, one chatbot session, and one college recommendation 

query, before completing a structured feedback 

C. Quantitative Results 

Table III presents the complete quantitative evaluation 

results. 

Metric Result 
Measurement 

Method 

AI Counselor 

Satisfaction (N=20) 

88% 

Useful/Very 

Useful 

Likert 1–5 

(avg. 4.1/5) 

College Rec. 

Relevance (N=20) 
85% Self-reported 

Platform 

Recommendation 

Rate 

90% 
Survey 

question 

Roadmap Generation 

Quality (N=20) 
82% 

Likert 1–5 

(avg. 4.0/5) 

LLM Median 

Response Latency 
8.3 s 

50 test queries, 

CPU-only 

Resume Analysis 

Turnaround 
12.7 s 

Inc. PDF extrac 

tion 

Career Trend JSON 

Parse Rate 
96.4% 55 test queries 

Salary Prediction 

MAPE 
14% 

NASSCOM 

2023 data 

Quiz Engine Answer 

Accuracy 
100% 

Deterministic 

logic 

HTTP Concurrency 

(20 users) 
< 3 s ab-n200-c20 

College Rec. Filter 

Accuracy 
100% 

All results meet 

cutoff 

Table III: Quantitative Evaluation Results 

D. LLM Provider Performance Comparison 

Three AI providers were evaluated on the career trend pre 

diction task across 20 standardized queries covering software, 

healthcare, finance, and creative career domains. Results are 

shown in Table IV. 

Provider 
Avg. 

Latency 

JSON 

Parse Rate 

Salary 

MAPE 

Ollama (Llama 

38B, CPU) 
8.3 s 94.5% 15.1% 

Groq (Llama 

38B) 
0.9 s 98.2% 13.8% 

Gemini 1.5 Flash 1.4s 97.1% 14.7% 

Table IV: AI Provider Performance Comparison (Career 

Trend Task) 

The results confirm that Groq delivers the best 

combination of latency and JSON reliability, justifying its use 

as the pri mary provider for the career trend predictor. The 

local Ollama instance remains the primary provider for 

conversational tasks where raw throughput is less critical than 

privacy. 

E. Comparative Platform Analysis 

Table V benchmarks EduNavigator against three leading 

Indian EdTech advisory platforms across nine functional and 

non-functional dimensions. 

Feature Shiksha C360 CDekho Ours 

AI Chatbot 

Counselor 
× × × ✓ 

Resume Analysis × Paid × Free 

Visual Career 

Roadmap 
× × × ✓ 

Adaptive Quiz + 

Analytics 
× × × ✓ 

Real Cutoff DB (7 

years) 
× Basic Basic ✓ 

Study Abroad 

Advisor 
Paid × × Free 

On-Premise AI / 

Privacy 
× × × ✓ 

Table V: Feature Comparison with Existing Platforms 

F. Qualitative User Feedback 

Open-ended feedback from the UAT questionnaire revealed 

several themes. The most frequently cited positive aspects 

were the AI chatbot’s ability to answer “Why?” questions 

about career choices (mentioned by 14/20 participants), the 

visual career roadmaps described as “much easier to under 

stand than reading articles” (11/20), and the integrated quiz 

to-resource pipeline that eliminates the need to search for 

study material separately (13/20). 

The most frequently cited improvement requests 

were faster AI response times (16/20, all of whom were using 

the CPU only Ollama deployment), a mobile application 

(14/20), and more colleges in the database, particularly from 

states other than Maharashtra (9/20). These findings directly 

inform the future work agenda described in Section IX. 

VIII. DISCUSSION 

A. Architectural Significance 

EduNavigator’s architecture represents a practical design 

pattern for educational institutions that wish to leverage 

LLMs without full dependency on a single commercial API 

provider. By routing tasks to the appropriate provider based 

on latency requirements, privacy sensitivity, and modality — 

local Ollama for privacy-critical conversational tasks, Groq 

for latency critical structured outputs, Gemini for multi model 

document understanding — the system achieves better 

overall perfor mance than any single-provider architecture 

while maintaining graceful degradation when any one 

provider is unavailable.  

The success of Mermaid.js roadmap generation as a 

downstream LLM task is noteworthy. By constraining the 

LLM output format to a domain-specific language (Mermaid 

f lowchart syntax) rather than natural language prose, the 

system produces machine-renderable visual artifacts from 

free text queries with 82% user satisfaction. This technique is 

broadly applicable to other educational visualization tasks 
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such as concept map generation and syllabus-to-timeline 

conversion. 

B. Limitations 

− Inference Latency. The 8.3-second median LLM 

response latency for the local Ollama deployment (CPU-

only) is the most significant user experience limitation 

identified in the study. GPU acceleration via CUDA-

enabled Ollama would reduce this to below 1 second for 

the Q4 K M quantized model. This is the highest-priority 

engineering improvement for the next release.  

− Dataset Coverage. The college database currently covers 

Maharashtra state institutions, limiting the platform’s 

utility for students in other states. National expansion 

requires systematic data collection from state-level 

Common Counselling Cell portals and the JoSAA 

authority.  

− LLM Knowledge Cutoff. Career trend predictions are 

bounded by Llama 3’s training data cutoff and may not 

reflect rapid shifts in emerging technology markets. 

Integration with live job market APIs (LinkedIn, 

Naukri.com) is planned to supplement LLM predictions 

with real-time demand signals.  

− Evaluation Sample Size. The user study (N =20) 

provides directional evidence but lacks statistical power 

for subgroup analysis. A randomized controlled trial with 

N ≥ 200 partici pants over multiple states is required to 

validate the platform’s overall performance at scale. 

C. Ethical Considerations 

EduNavigator handles sensitive personally identifiable in 

formation (PII), including student academic profile, uploaded 

resumes, and financial information (fee preferences). All PII 

remains within the institutional deployment boundary; no 

student data is transmitted to external LLM APIs during local 

Ollama inference. Groq and Gemini API calls, which involve 

data transmission to cloud services, are used exclusively for 

non-PII inputs (career domain queries, country preferences). 

Students are presented with a data-handling notice at account 

registration. Resume content is processed entirely in-memory 

by pdf-parse and is not persisted to the database post analysis. 

IX. CONCLUSION AND FUTURE WORK 

This paper presented EduNavigator, an open-source, full 

stack AI-powered platform that unifies career counseling, 

college recommendation, adaptive assessment, scholarship 

dis covery, educational video curation, and study-abroad 

advisory for Indian students in a single, secure, cost-effective 

web application. By deploying Llama 3 locally via Ollama as 

the primary AI provider and supplementing with Groq and 

Google Gemini for specific task types, the system delivers 

high-quality conversational guidance with strong privacy 

accuracy and zero recurring AI cost — a combination not 

offered by any existing Indian EdTech platform.  

A seven-year JEE cutoff dataset and a curated 

Maharash tra college database power a weighted composite 

recom mender that outperforms the basic category filtering of 

Shik sha, Careers360, and CollegeDekho. Production-grade 

security through Passport.js, Helmet.js, rate limiting, and 

MongoDB sanitization demonstrates deployment readiness 

beyond the prototype stage. User acceptance testing with 20 

participants confirmed strong satisfaction with all primary 

modules.  

The following directions are planned for future work:  

− GPUInference: Install CUDA-enabled Ollama to reduce 

LLM response latency from 8.3 s to below 1 second, 

directly addressing the main concern if users.  

− Mobile Application: Develop a cross-platform React 

Native application for Android and iOS, enabling on-the 

go access to all EduNavigator modules.  

− Live Job Market Integration: Connect to Naukri.com, 

LinkedIn Jobs, and Glassdoor India APIs to supplement 

LLMcareer predictions with real-time salary and 

vacancy data.  

− National College Database: Expand coverage to 5,000+ 

institutions in all states, integrating verified cutoff data 

from 29 state counseling authorities.  

− RAG-Enhanced Counseling: Implement Retrieval 

Augmented Generation (RAG) with a curated knowledge 

base of NIRF reports, placement statistics, and branch 

syllabi to ground LLM responses in institution-specific 

verified facts.  

− Regional Language Support: Add Hindi, Marathi,Tamil, 

and Telugu interfaces to extend accessibility to the 

estimated 600 million students who are more 

comfortable in regional languages than English 

− Large-Scale RCT: Conduct a randomized controlled trial 

with N ≥ 200 across multiple states to rigorously eval 

uate the platform’s impact on student decision-making 

quality and career outcome alignment. 
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