
IJSRD - International Journal for Scientific Research & Development| Vol. 11, Issue 8, 2023 | ISSN (online): 2321-0613 

 

All rights reserved by www.ijsrd.com 56 

Pneumonia Detection in Chest X-rays Using CNN 

Subhan A. Shaikh 

Department of Information Technology 

B. K. Birla College of Arts, Science & Commerce (Autonomous), Kalyan, India 

Abstract — Pneumonia affects millions globally and requires 

prompt and precise diagnosis. Chest X-rays are commonly 

used but manual analysis is time-consuming and prone to 

error. We developed an automated method using CNNs for 

pneumonia identification through chest X-ray interpretation. 

We utilized a large dataset comprising thousands of chest X-

ray images from both pneumonia-positive and pneumonia-

negative patients. By creating, training, and analyzing CNN 

models, we were able to detect subtle patterns and features 

indicative of pneumonia. To optimize the performance of our 

models, we tested multiple CNN architectures such as the 

baseline CNN, CNN using Keras, transfer learning, and 

transfer learning using FT, on the same dataset[1], using 

evaluation criteria such as testing accuracy, training accuracy, 

and Validation accuracy. Our results demonstrated that the 

CNN-based technique outperforms standard computer-aided 

diagnostic (CAD) systems and human radiologists in terms of 

detection accuracy. Our method achieved an accuracy of 

73%, 84%, and 92.1% The model Transfer learning using ft 

showed the highest accuracy of 92.9 %. Our deep-learning 

CNN models enable accurate detection of pneumonia, even 

from low-quality, low-dose X-ray images, improving patient 

care. 
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I. INTRODUCTION 

Pneumonia is a respiratory illness that can be serious and 

even deadly, as it causes inflammation in the lung tissue. This 

type of infection affects the lower respiratory tract and can be 

caused by a variety of pathogens including respiratory 

viruses, bacteria, fungi, and parasites. In general, the most 

common causes of pneumonia are respiratory viruses and 

gram-negative or gram-positive bacteria It is a common lung 

disease that can be fatal and affects people of all ages, posing 

a serious global health problem, especially for child mortality 

around the world. Hence, Rapid and accurate pneumonia 

diagnosis is critical for optimal therapy and patient prognosis. 

Every year, two billion people worldwide are affected by 

pneumonia with around 2200 deaths every day. An estimated 

1.4 million kids per year, or 18% of all kids under five years 

old, passed away from pneumonia. The high incidence of 

pediatric pneumonia mortality prompts scientists around the 

world to develop more effective and efficient methods of 

detecting pneumonia. Although chest X-ray imaging is a 

common diagnostic technique for pneumonia, its 

interpretation can be difficult due to the complexity and 

diversity of radiographic findings. However, accurate 

interpretation of these images can be a complex and time-

consuming endeavor that is vulnerable to human error and 

inter-observer heterogeneity.    

 Recently, Convolutional Neural Networks (CNNs) - 

a deep learning algorithm - have shown remarkable results in 

several medical image processing applications. These include 

the identification and classification of diseases. CNNs can 

overcome the difficulties associated with humans interpreting 

medical images by using deep learning and vast datasets. 

Their proficiency in automatically detecting intricate patterns 

and features from raw image data makes them an excellent fit 

for screening pneumonia from chest X-rays. 

 The purpose of this research paper is to study how 

CNNs can be used to detect pneumonia in chest X-rays. Our 

goal is to create a reliable and efficient system that can help 

radiologists detect pneumonia more accurately. We plan to 

achieve this by training a CNN model on a large dataset of 

annotated images. By training these models on a vast 

collection of annotated chest X-rays, the algorithms can learn 

to distinguish between healthy and pneumonia-infected 

images, which will greatly enhance the diagnostic process. 

Applying deep learning techniques to medical imaging can 

reveal subtle patterns and markers, leading to more sensitive 

and specific diagnoses. Our objective is to enhance the 

precision and swiftness of diagnosing pneumonia by 

automating the procedure. This will ultimately result in 

improved outcomes for patients. To accomplish this, we will 

be conducting tests with various CNN models such as CNN 

using Keras, Transfer learning, and Transfer learning using ft 

to determine which one is the most efficient in accurately 

classifying normal and pneumonia-infected images. We will 

evaluate each model based on factors such as sensitivity, 

specificity, and computational efficiency. We aim to 

automate the detection process through extensive 

experimentation, which will reduce the workload of 

healthcare professionals and expedite patient care. 

 We start by going over the dataset that was used[1] 

and the preparation techniques that were employed to get the 

data ready for model training. Then, we go into the 

architecture and setup of our CNN model, emphasizing 

significant design choices. We examine the performance of 

our model and its potential for clinical implementation 

through thorough testing and review. The ramifications of our 

research go beyond pneumonia identification; they mark a 

development in the use of deep learning in medical image 

processing, opening opportunities for faster and more precise 

diagnosis of a range of illnesses. 

 The parts that follow go into greater detail about our 

approach, experimental findings, and the general implications 

of our conclusions concerning pneumonia diagnosis and 

medical image processing. 

II. LITERATURE REVIEW 

Several studies have explored the use of CNNs for pneumonia 

detection, showcasing promising results. Rajpurkar et al. 

(2017) introduced CheXNet, a deep learning model trained 

on a large dataset of chest X-rays, achieving performance 

comparable to expert radiologists in pneumonia detection.[2] 

 Building upon this work, Wang et al. (2018) 

proposed a multi-task learning framework, combining 

pneumonia detection with the identification of other thoracic 

diseases. By jointly training the CNN model on a diverse 

dataset, the study demonstrated improved accuracy in 
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detecting pneumonia while simultaneously addressing the 

challenges of class imbalance and inter-class correlations.[3] 

 Transfer learning has also been extensively explored 

in the context of pneumonia detection. Irvin et al. (2019) 

utilized a pre-trained CNN model on a large-scale image 

recognition dataset and fine-tuned it for pneumonia detection. 

The study showcased that transfer learning significantly 

improved the model's performance, enabling it to generalize 

well on unseen chest X-rays.[4] 

 A computer-aided diagnosis technique was 

developed by Kundu et al. in 2021 to swiftly identify 

pneumonia from chest X-ray pictures. They created a 

collection of three CNN models—GoogLeNet, ResNet-18, 

and DenseNet-121—and integrated them into an ensemble 

using deep transfer learning to handle the data shortage.[5] 

 Furthermore, in a recent study, Rahman et al. (2021) 

proposed a histogram of oriented gradients and a deep 

convolutional network-based model that can distinguish 

between COVID-19-induced pneumonia, viral or bacterial 

pneumonia, and normal patients from chest CT X-ray 

images.[6] 

 Also, Daniel Joseph Alapat et al. (2022) reviewed 

the use of neural networks for pneumonia detection in chest 

X-ray images, addressing the shortage of diagnosticians in 

India. It compares various methods using the Chest X-ray14 

dataset, highlighting different architectures and their results. 

LSTM-based models and hybrid networks show promise, 

with Inception V3 and image enhancement techniques 

demonstrating impressive results.[7] 

 In conclusion, this literature review highlights the 

significant progress made in pneumonia detection using 

CNNs. Each model emphasized the potential of CNN-based 

approaches for automating the diagnosis process and 

reducing human error. 

III. RESEARCH METHODOLOGY 

The lung-specific respiratory illness known as pneumonia is 

common and dangerous. Bacteria, viruses, and fungi are just 

a few of the infectious agents that can cause it. The World 

Health Organisation (WHO) reports that pneumonia is one of 

the main causes of illness and mortality globally, particularly 

in vulnerable groups including elderly people and children 

under the age of five. 

 A comprehensive description of the used 

methodology is covered in this part. The Convolutional 

Neural Network (CNN), CNN using Keras, transfer learning, 

and transfer learning with FT are all used in the proposed 

pneumonia detection system. The system is made up of 

several processes, including data collecting, pre-processing, 

and classification model development. 

A. Data Collection 

The chest X-ray image dataset is available at 

https://www.kaggle.com/datasets/paultimothymooney/chest-

xray-pneumonia  [1] 

 The dataset is divided into the following 3 folders: 

train, test, and value. 80% of the data was used for training, 

10% used for testing, and 10% used for validations. Each 

image category (Pneumonia/Normal) has its subfolder within 

the dataset. There are 2 categories (Pneumonia/Normal) and 

5,863 X-Ray images in JPEG format.  [1] 

 From retrospective cohorts of pediatric children 

aged one to five at the Guangzhou Women and Children's 

Medical Centre in Guangzhou, chest X-ray images (anterior-

posterior) were chosen. All chest X-ray imaging was done as 

part of the regular clinical treatment provided to patients. 

 All chest radiographs were initially checked for 

quality control before being removed from the study of the 

chest x-ray pictures. Before the diagnosis for the photos could 

be used to train the AI system, they were graded by two 

experienced doctors. A third expert also reviewed the 

evaluation set to make sure there were no grading mistakes. 

 We have trained the dataset using The 

Convolutional Neural Network baseline Convolutional 

Neural Network(CNN), CNN using Keras, transfer learning, 

and transfer learning with FT. 

B. Data pre-processing 

The Paediatric Chest X-ray dataset under consideration has 

several problems; data must be clean for models to process it. 

 There are a few methods of preprocessing for picture 

data. Pre-processing operations of many kinds, including 

dimension reduction, image resizing, and image cropping, are 

used. The initial data sets revealed several issues that must be 

resolved before image categorization. The image should first 

be resized to its original size. You can resize the image to 

eliminate extraneous background details. The sizes of the raw 

photos vary from one another. The data being trained must be 

the same size according to the machine learning model. To 

prepare for machine learning models, an immediate image of 

resizing is consequently necessary. 

 
Fig. 1: pre- processing image 

C. Classification Module 

Different Machine Learning models were employed to 

distinguish between photos of pneumonia and those of 

normal health. The module's objectives are to choose the 

optimal prediction model and to offer a binary classification 

of whether pneumonia is present or absent in a chest x-ray. 

We developed systems utilizing conventional machine 

learning techniques, in which the features from the input were 

manually chosen and retrieved based on standards the 

engineer deemed appropriate. 

https://www.kaggle.com/datasets/paultimothymooney/chest-xray-pneumonia
https://www.kaggle.com/datasets/paultimothymooney/chest-xray-pneumonia
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Fig. 2: Machine learning flow versus deep learning flow 

 The paradigm shift between deep neural networks 

and conventional machine learning is depicted in Figure. The 

Deep Neural Network learns to extract the most 

representative or complicated features and patterns on its own 

based on the input, whereas the Machine Learning methods 

are used based on the features picked and extracted manually. 

Deep learning is being used in place of machine learning. One 

of the top models for classifying and recognizing images was 

CNN. The CNN model employed for this data set will 

therefore be described in the following sections. Models like 

baseline Convolutional Neural Network (CNN), CNN with 

Keras, transfer learning, and transfer learning with FT were 

used as comparative models. Below is a description of each 

machine learning algorithm's basic idea, experimental design, 

and results. 

D. Baseline CNN: 

A foundation and essential neural network architecture for 

processing and analyzing structured grid data, notably 

images, is the convolutional neural network (CNN) 

algorithm. It is made up of convolutional layers that use filters 

to learn hierarchical representations of characteristics like 

edges and textures. The network typically consists of fully 

linked layers for learning complex relationships, pooling 

layers for reducing spatial dimension, and activation 

functions for introducing non-linearity. The model is trained 

using an optimization approach to reduce the difference 

between projected and actual values, guided by a loss 

function, and the output layer generates the final predictions. 

This fundamental CNN architecture serves as a foundation 

for more complex models made for particular jobs like 

segmentation, object identification, or picture classification. 

E. CNN Using Keras: 

A deep learning model made especially for image-related 

tasks is a CNN built on the Keras framework. For effective 

neural network construction and training, it makes use of the 

Keras library. The CNN model using Keras that we tested 

utilizes data augmentation techniques to improve its 

performance.  The standard structure consists of 

convolutional layers for feature extraction, activation 

functions for nonlinearity introduction, pooling layers for 

spatial dimension reduction, and fully connected layers for 

high-level feature learning. The model is pre-configured, 

built using a particular optimizer and loss function, and then 

trained using labeled picture data. CNN construction and 

training are made simpler by Keras, making them accessible 

to both novice and seasoned deep learning practitioners. 

F. Transfer Learning: 

A pre-trained model that has been trained on a substantial 

amount of data for a particular task is used as the basis for a 

new model on a related but unrelated task in the transfer 

learning paradigm of machine learning. The model can 

frequently perform better with less training data and 

processing resources on the target task by drawing on the 

knowledge it obtained from the source task. When obtaining 

labeled data for the target activity is difficult or expensive, 

transfer learning might be especially helpful. The learned 

elements of the pre-trained model are adjusted or refined to 

the particulars of the current task, improving the model's 

capacity to generalize and boost performance. 

G. Transfer Learning With FT (Fine Tune): 

A pre-trained model is updated or fine-tuned for a new task 

using the machine learning technique known as transfer 

learning with fine-tuning. This model is often developed on a 

big dataset for a specific purpose. With this method, a smaller 

dataset relevant to the new job is used to update the pre-

trained model's weights. The process of fine-tuning enables 

the model to better perform by allowing it to modify its 

learned features to the specifics of the target task. Depending 

on the degree of similarity between the source and target tasks 

and the quantity of data available for the target tasks, fine-

tuning may be done to the entire model or just select layers. 

In reality, the process of fine-tuning entails freezing some 

layers (keeping their weights constant) and modifying the 

weights of the remaining layers by the goal task data. This 

enables the model to learn task-specific patterns from the new 

data while retaining important information from the source 

task. 

IV. EXPERIMENT RESULTS 

We have developed 4 models that utilize both image 

processing and a convolutional neural network to accurately 

identify and categorize pneumonia from chest X-ray images. 

The process begins by scaling down the images from their 

original sizes, followed by extracting characteristics through 

a convolutional neural network framework to categorize the 

images. Our study presents a comprehensive analysis of X-

ray images for pneumonia detection using convolutional 

neural networks and other machine-learning techniques. We 

trained 4 powerful CNN models on a large dataset to 

precisely predict pneumonia. The model is trained repeatedly 

during each epoch to learn the data's characteristics. 

Graphical Representations of all 4 models that we used are 

given below. 

A. Graphical Representations 

1) Baseline CNN 

The trending graph that shows how training and validation 

accuracy change with epoch count is shown in the figure 

below. According to the graph's evidence, the training 

accuracy increases significantly as the number of epochs rises 

whereas the validation accuracy experiences a slow rise and 

fall. The training accuracy attained at the end of the 25th 

epoch is approximately 98%, but the validation curve's 
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accuracy was 81%. As we set about 262 steps per epoch in 

contrast to the 15 steps per epoch in the validation accuracy 

curve to produce optimal and effective results, there is a 

constant improvement in the training accuracy curve after 

every epoch. 

 
Fig. 3: Training and validation accuracy 

 The network's loss fluctuates as the number of 

epochs rises and falls, as shown in Figure 4 below. Upon 

closer examination, we find that the training loss significantly 

decreases as the number of epochs reaches 32. The network 

becomes more precise and effective when the loss 

significantly lowers. The total training loss is 0.02893 at the 

end of all the epochs. Because there are fewer steps per epoch 

than there are on the training curve, the validation loss on the 

other hand gradually grows and decreases as the number of 

epochs increases. The validation loss totals 0.2871 at the end 

of all epochs. As a result, these visualizations complement the 

findings and make our network effective and precise for the 

diagnosis of pneumonia. 

 
Fig. 4: Training and validation loss 

2) CNN using Keras 

The trending graph below displays how training and 

validation accuracy alter as the number of epochs increases. 

The evidence from the graph shows that while the validation 

accuracy fluctuates slowly, the training accuracy rises and 

falls dramatically as the number of epochs grows. At the end 

of the 10th epoch, the training accuracy was about 93%, but 

the accuracy of the validation curve was 75%. The training 

accuracy curve continuously improves after each epoch since 

we set roughly 164 steps per epoch as opposed to the 

validation accuracy curve's 10 steps per epoch to achieve 

optimal and effective outcomes. 

 
Fig. 5: training and validation accuracy 

 According to the figure below, the network's loss 

changes as the number of epochs increases and decreases. 

Upon careful inspection, we discover that when the number 

of epochs increases to 20, the training loss drastically lowers. 

If the loss is greatly reduced, the network becomes more 

precise and efficient. The overall training loss after all epochs 

is 0.1730. The validation loss, on the other hand, steadily 

increases and reduces as the number of epochs increases since 

there are fewer steps in each epoch than there are on the 

training curve. After all epochs, the validation loss is 0.4657. 

 
Fig. 6: Training and validation loss 

3) Transfer learning 

The accompanying graph shows how training and validation 

accuracy have changed as the number of epochs has 

increased. The graph clearly shows that while the training 

accuracy experiences considerable oscillations as the number 

of epochs increases, the validation accuracy shows moderate 

changes. The training accuracy had risen to almost 97% at the 

end of the 10th epoch, whereas the validation accuracy had 

stayed about 100%.  

 Our training design is to blame for the two accuracy 

curves' divergent behavior. We deliberately chose to 

construct the training procedure to contain approximately 82 

steps in each epoch to increase effectiveness and optimize the 

result. In contrast, only 10 steps per epoch were used to 

calculate the validation accuracy curve. The training accuracy 
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curve can steadily improve with each epoch because of this 

tactical choice to train with more steps per epoch. 

 
Fig. 7: Training and validation accuracy 

 The loss of the network varies as the number of 

epochs increases, as shown in the picture below. When the 

number of epochs approaches 10, a detailed analysis reveals 

a significant reduction in training loss. This significant drop 

in loss indicates deteriorated network performance in terms 

of precision and efficiency. After all epochs, the total training 

loss is 0.1076. 

 As the number of epochs decreases, the validation 

loss, in contrast, shows a non-progressive pattern. When all 

epochs have been completed, the validation loss is 0.0950. 

 
Fig. 8: Training and validation loss 

4) Transfer learning with FT 

With a rising number of epochs, the accompanying graph 

shows how training accuracy has increased over time. As the 

number of epochs decreases, it is clear from the graph that the 

training accuracy sees significant oscillations, whilst the 

validation accuracy remains constant. By the end of the tenth 

epoch, the training accuracy had increased to over 99%, but 

the validation accuracy had stayed about 100%. 

 To increase efficiency and optimize outcomes, we 

purposefully decided to make the training procedure roughly 

82 steps long every epoch. The validation accuracy curve, on 

the other hand, was calculated using just 10 steps per epoch. 

This option, which allows for more steps in each training 

epoch, makes it easier for the training accuracy curve to 

steadily get better with each new epoch. 

 
Fig. 9: Training and validation accuracy 

 The graph below illustrates how network loss 

changes as the number of epochs decreases. A thorough 

examination demonstrates a significant reduction in training 

loss as the number of epochs approaches 10. This 

considerable decrease in loss suggests a decline in the 

accuracy and efficiency of the network. The overall training 

loss after all epochs is 0.0351. 

 The validation loss, in contrast, decreases as the 

number of epochs declines. The validation loss when all 

epochs are finished is 0.01624. 

 
Fig. 10: training and validation loss 

B. Confusion Matrix 

In our situation, sensitivity is the number of patients with 

positive pneumonia tests. On the other hand, specificity is the 

number of people whose tests are negative who do not have 

pneumonia. The chosen model's confusion matrix is shown in 

Figure 11. 
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Fig. 11: The confusion matrix 

C. Accuracy Table 

The classification accuracy and validation are used to 

estimate the model's performance evaluation. The results of 

four machine learning approaches are shown in. 

 Models 
Testing 

accuracy 

Training 

accuracy 

Validation 

accuracy 

1 
Baseline 

CNN 
73.82 98.85 81.25 

2 
CNN using 

Keras 
84.86 93.79 75.00 

3 
Transfer 

learning 
92.11 97.05 100.0 

4 

Transfer 

learning 

with TF 

92.90 99.04 100.0 

 We described how convolutional neural network-

based machine learning models might obtain excellent levels 

of sensitivity and specificity for identifying pneumonia from 

chest X-ray images. The 3 models used to forecast pneumonia 

were created by us. Our findings demonstrate that the Deep 

learning approach of cnn model using Transfer learning on 

RESNET50 with TF has the most significant ability to predict 

Pneumonia, with an AUC of 92.90%, indicating that the 

model's overall performance is superb. 

 The performance of diagnosing pneumonia is 

improved in terms of accuracy attained using machine 

learning based on a deep CNN. Our preliminary numerical 

studies show the effectiveness and accuracy of the suggested 

approach, demonstrating that accurate prediction models 

might be created. 

V. DISCUSSION 

A. Advantage of using CNNs for Pneumonia Detection: 

Pneumonia detection has seen remarkable results with the use 

of CNNs, surpassing traditional machine learning methods. 

The CNNs can learn and extract significant features from 

chest X-ray images automatically, resulting in better 

diagnostic accuracy. One of the key advantages of using 

CNNs is that they learn features from images without the 

involvement of manual feature engineering, which saves time 

and minimizes the risk of human error. Moreover, CNNs can 

handle large volumes of data and can be trained on various 

types of chest X-rays, including frontal view and lateral. As 

shown in our paper testing accuracy of up to 93% and training 

accuracy as high as 99% can be achieved by using CNN for 

pneumonia detection aiding the health care field greatly. 

B. Challenges and Limitations: 

Imbalanced datasets can lead to biased models, with 

pneumonia cases often being outnumbered by healthy cases. 

Convolutional neural networks require precise annotations 

and can be viewed as black-box models, making it difficult to 

understand their decisions. High-quality and labeled data are 

needed for effective training, but obtaining this data can be 

computationally expensive and limit their usefulness in 

clinical settings. As shown in our paper we only had access 

to the images of frontal X-rays of patients in the future getting 

access to a bigger dataset with more images of patients 

around the globe with both frontal and lateral views will help 

greatly in pneumonia detection. Running huge datasets on a 

model with many epochs required a significant amount of 

time and great computation power which we had limited 

access to. Using CNNs in healthcare raises concerns about 

patient privacy, algorithmic bias, and the possibility of 

automation replacing human expertise. Challenges such as 

class imbalance, limited dataset size, and false positives and 

negatives still need to be addressed. Further research is 

necessary to improve the generalizability and clinical 

applicability of CNN models. 

C. Future Prospects: 

When dealing with a limited amount of data, it can be helpful 

to use pre-trained CNN models on large image datasets to 

improve model performance. It's important to make CNNs 

more interpretable to gain trust and acceptance in clinical 

practice. Ongoing research is aimed at developing CNNs that 

can handle variations in X-ray image quality, patient 

demographics, and different pneumonia subtypes. To create 

safe and effective CNN-based diagnostic tools, researchers, 

healthcare professionals, and regulatory bodies must 

collaborate and ensure compliance with medical standards 

and guidelines. We also aim to train our models on datasets 

with more sample images of chest X-rays, to increase their 

efficiency and accuracy. 

VI. CONCLUSION 

The studies discussed to demonstrate the effectiveness and 

potential of CNN-based approaches in automating 

pneumonia diagnosis from chest X-rays. We evaluated the 

performance of 4 CNN models for pneumonia detection, 

namely the basic CNN model, CNN with Keras, transfer 

learning model, and transfer learning model with FT. Our 

results showed that the baseline CNN model achieved a 

validation accuracy of 81% and a training accuracy of 

approximately 98%, while CNN with Keras which used data 

augmentation achieved a validation accuracy of 75% and a 

training accuracy of about 93%. The transfer learning model 

had a validation accuracy of 100% and a training accuracy of 

around 97%, and the transfer learning model with FT had a 

validation accuracy of 100% and a training accuracy of about 

99%. We used a dataset of chest X-ray images of pneumonia-
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infected diseases and normal cases. Our study allowed us to 

identify the best model among the four to detect pneumonia, 

as all models performed well in identifying pneumonia and 

normal chest X-rays. We also demonstrated how to classify 

positive and negative pneumonia data from a collection of X-

ray images using the transfer learning method, with the 

transfer learning model outperforming the other models in 

terms of testing accuracy achieving the highest testing 

accuracy of 92%. The studies discussed to demonstrate the 

effectiveness and potential of CNN-based approaches in 

automating pneumonia diagnosis from chest X-rays. 

Advancements in transfer learning, data augmentation, model 

interpretability, and addressing current challenges will 

improve pneumonia detection systems. This will benefit both 

radiologists and patients by providing more accurate and 

reliable diagnoses. Our future research will focus on 

exploring more precise classification architectures to 

diagnose various diseases like COVID-19, tuberculosis, etc., 

using chest X-rays. Based on the information discussed, the 

CNN-based model shows promise in diagnosing diseases 

through X-rays. 
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